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I. INTRODUCTION

Structural vector autoregression (SVAR) models identify economic shocks by combining
statistical information in the data with economic restrictions. SVARs aim to combine two
objects in one framework: a likelihood that fits the data and identifying restrictions that give
shocks an economic interpretation. Sign and narrative restrictions have become a popular,
if not mainstream, approach to identify economic shocks and their dynamic effects (Antolin-
Diaz and Rubio-Ramirez, 2018, hereafter ADRR). This approach has predominantly used
SVARs that have a single shock scale. Macroeconomic data make this approach less desirable.
The data contain both tranquil and turbulent periods. Large movements occur too often for
a single shock scale to be innocuous.

The natural remedy is to let the shock scale vary across periods. Shock heteroskedasticity
in Brunnermeier et al. (2021, hereafter BPSS) does exactly that. It is powerful and compu-
tationally efficient for likelihood-based inference. It lets large disturbances be large without
forcing every period to share one scale. It is especially useful when macroeconomic data
display heavy tails. But heteroskedasticity does not, by itself, solve economic identification.
The likelihood can separate model shocks. It does not tell us which shock is monetary policy,
oil supply, oil-specific demand, net taxes, or government spending. This labeling problem
is the weak point of a heteroskedasticity-only approach, a concern emphasized by Herwartz
and Liitkepohl (2014). Heteroskedasticity belongs to the likelihood. It is a poor stand-alone
tool for economic interpretation. It leaves interpretation to ex post inspection rather than a
priori restrictions.

Combining the two approaches is far from routine. Sign restrictions identify shocks in
homoskedastic SVARs by selecting, among observationally equivalent rotations, those that
produce economically sensible impulse responses. This is the rotation-invariance principle.
This principle holds when shocks are homoskedastic. It fails once relative shock variances
differ across regimes. Rotating the contemporaneous and lagged coefficients while holding
the regime variances fixed tilts the heteroskedastic likelihood. The rotation then no longer
selects an interpretation. It changes the fitted model. Existing attempts, including Carriero
et al. (2024, hereafter CMT), show the appeal of combining heteroskedasticity with sign,
narrative, and proxy restrictions. But appeal is not a foundation. This paper establishes
the critical missing piece: a likelihood-preserving construction, a well-defined probability
distribution for the rotations, and a practical sampler justified by that distribution.

Our key construction begins by absorbing the regime scale before rotation. An unabsorbed
coefficient rotation mixes shocks whose variances differ across regimes. The reduced form is
unchanged, but the independent-shock representation is not. The heteroskedastic likelihood
then depends on the rotation. The first step is to transform the shocks to unit variance in
every regime. We then rotate the entire absorbed block. The rotation changes the impulse

responses so that they can satisfy sign and narrative restrictions. It does not change the
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heteroskedastic likelihood. We call the resulting procedure the heteroskedastic absorb-and-
rotate sampler (HARS). HARS combines likelihood-preserving draws of model parameters
with rotations that satisfy the identifying restrictions. The theoretical foundation that makes
this combination valid is the paper’s central methodological contribution.

The combination is valid only because the roles are kept separate. This separation of roles
is the spine of the paper. The heteroskedastic likelihood handles heavy-tailed fluctuations
and regime-dependent shock scale. The rotation handles economic identification. Neither
part substitutes for the other. Without heteroskedasticity, sign and narrative restrictions
ignore important information about large movements in the data across periods. Without
sign and narrative restrictions, heteroskedasticity leaves economic interpretation to ex post
inspection. The researcher then is left with the implied responses, whether or not those
responses are economically coherent. HARS makes the two parts work together. It absorbs
the regime scale, rotates the absorbed block, preserves the heteroskedastic likelihood, and
samples rotations from a well-defined probability distribution restricted by the identifying
restrictions. The result is a method that is likelihood-preserving, theoretically justified, and
computationally practical.

We study three prominent models of homoskedastic SVARs: monetary policy, oil markets,
and fiscal policy. The monetary policy application imposes sign and narrative restrictions
tailored to the Volcker episode. The global oil market application uses sign and elastic-
ity restrictions. The fiscal policy application combines sign and narrative restrictions for
net-tax and government-spending shocks. In each application, the homoskedastic and het-
eroskedastic specifications use exactly the same identifying restrictions. The difference is the
likelihood. The comparison therefore isolates what changes when regime-dependent shock
scales are allowed to account for heavy-tailed fluctuations in macroeconomic data.

The monetary policy model follows ADRR’s Volcker narrative design, coupled with their
traditional sign restrictions. ADRR’s central finding is that a contractionary monetary policy
shock contracts output. Our homoskedastic result confirms this finding, but only with the
68% credible band used in their original paper. Under the conventional 90% credibility
standard, the conclusion is weak: the credible band contains zero at every horizon. The
contraction survives only with the narrower 68% interval. Heteroskedasticity changes that
conclusion. Once the Volcker and post-Volcker periods are allowed to have different shock
scales, real output becomes negative after about two years, and the 90% credible band lies
below zero from that point. The conclusion no longer relies on a narrow interval tradition.
It meets the conventional 90% credibility standard.

This distinction is central to how the SVAR literature draws economic conclusions. The
frequent use of 68% bands is not innocuous. It often reflects the reality that 90% bands from
homoskedastic SVARs are too wide to answer the economic question. But that failure is not a
reason to lower the reporting standard. It is a reason to examine the model. Macroeconomic

fluctuations are heavy-tailed. Large movements occur periodically, especially in episodes



SHARPENING ECONOMIC INTERPRETATION WITH HARS 3

such as Volcker’s disinflation. A homoskedastic SVAR forces tranquil and turbulent periods
to share the same shock scale. Large historical shocks then contaminate inference about
dynamic propagation. The model puts uncertainty in the wrong place. It pushes shock-
scale variation into impulse-response uncertainty. Credible bands then become wide and
uninformative. Accounting for shock heteroskedasticity mitigates this problem. It lets large
historical disturbances be large. It separates shock volatility from dynamic propagation.

The oil market model shows the same force for commodity-price dynamics. We use the
popular model of Kilian and Murphy (2012, hereafter KM), which identifies oil supply,
aggregate demand, and oil-specific demand shocks in a global oil market SVAR. The central
economic question is not whether oil supply shocks move the real price of oil on impact.
The KM sign restriction already imposes that response. The question is whether oil supply
shocks generate large and persistent movements in the real oil price, or whether demand
shocks drive those movements.

KM'’s economic argument turns on this distinction. The elasticity restriction keeps the
short-run oil supply curve from becoming implausibly elastic. Once that restriction is im-
posed, what matters is the relative importance of the three shocks beyond impact. KM
argue that global aggregate demand is the dominant and most durable source of real oil
price movements, oil-specific demand is important in shorter episodes, and oil supply plays
a limited role.

The homoskedastic result blurs this ranking. It gives oil supply shocks too much persis-
tence, and its wide 90% bands make the importance of demand shocks difficult to pin down.
The heteroskedastic specification changes the conclusion. Oil supply shocks still move the
real oil price on impact, as the KM restrictions require. But the persistent movements come
from demand shocks, especially aggregate demand. Incorporating shock heteroskedasticity
therefore sharpens the central message of KM at the conventional 90% level: oil supply
matters on impact, but demand drives the larger and more persistent movements in the real
price of oil.

For fiscal policy, we identify net-tax and government-spending shocks with sign and narra-
tive restrictions drawn from major U.S. tax and spending episodes. After a positive net-tax
shock, the homoskedastic specification shows that the tax increase is short-lived, but the
output contraction remains large and long-lived. The heteroskedastic specification changes
the conclusion. Output falls over the short and medium runs, reaches its trough after the first
year, and then begins to recover. This result is consistent with the fiscal evidence in Ramey
(2016) and Mertens and Ravn (2013). Heteroskedasticity does not merely narrow credible
bands for sharper economic interpretation. It makes the fiscal transmission mechanism more
coherent.

For a positive government-spending shock, the heteroskedastic specification delivers a
coherent fiscal narrative. Spending raises output, and net taxes rise. The price level does

not move significantly at the 90% level. The homoskedastic specification delivers a less
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plausible narrative. It produces a large output expansion and, at the same time, a credible
fall in the price level after the first year. That is the fiscal price puzzle emphasized in
the literature. Allowing shock scales to differ across regimes preserves the real effect of
government spending without producing a credible fiscal price puzzle.

Across the three applications, the same lesson holds. The homoskedastic specifications put
shock volatility in the wrong place. They push shock-scale variation into impulse-response
uncertainty. The result is wide 90% bands, reliance on 68% reporting, and weaker economic
conclusions. Heteroskedasticity changes where the uncertainty belongs. Sign and narrative
restrictions give the shocks their economic direction. Heteroskedasticity makes inference
about their dynamic effects credible.

The paper makes four contributions. First, it develops a unified framework that combines
shock volatility with sign and narrative restrictions while preserving the heteroskedastic like-
lihood, and it provides the theoretical foundation for HARS. Second, it provides a computa-
tionally efficient implementation of HARS. HARS can be combined with any Markov chain
Monte Carlo (MCMC) sampler targeting the heteroskedastic posterior and remains practical
when rotations satisfying the identifying restrictions are rare. Third, it shows that modeling
shock heteroskedasticity sharply improves the precision of estimated dynamic responses and
can materially alter economic conclusions. Fourth, it demonstrates that the conventional
90% credible interval can be restored as a practical standard for economic inference.

The rest of the paper proceeds as follows. Section II presents the heteroskedastic model.
Sections IIT and IV provide the theoretical foundation for HARS. Section V presents the
HARS implementation. Section VI studies the monetary policy, oil market, and fiscal ap-
plications and compares economic conclusions under the homoskedastic and heteroskedastic
specifications. Section VII reports the computational efficiency of HARS. Section VIII con-
cludes. The appendix contains proofs, data sources, and computational details.

II. THE MODEL

We study an SVAR in which regime-dependent shock variances discipline the likelihood,
while sign and narrative restrictions provide economic interpretation. Our heteroskedastic
specification follows BPSS, which builds on the regime-based heteroskedastic SVAR tradition
of Sims and Zha (2006). The identifying restrictions enter through an orthogonal rotation
that leaves the dynamics of the data intact.

I1.1. The heteroskedastic model. Let y; be an n x 1 vector of observables and x; the r x 1
vector of predetermined terms, including lagged observables and the constant. Following the

deterministic variance-regime specification in BPSS, let
s {l,...., T} = {1,... h}

be a known date-to-regime map. The regime associated with each date is treated as fixed

and observed for statistical inference.
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The SVAR setup is
where Ay is n X n and nonsingular, A, is r x n, and E(nn,) = A,, with

Ak:diag()\m,...,)\n,k), )\i,k>07 izl,...,n, kzl,,h

Conditional on regime s;, the components of the shock vector 7, are independent across
equations and time.
BPSS allow heavy-tailed shocks through a normal mixture specification:

Mit ‘ Vit, St = k ~ JV(O, Ai,sz;t),

where vy = (V14,...,Vn¢) 1 a latent scale vector. The latent scale is normalized so that Ay
retains its interpretation as the regime-dependent shock variance matrix. BPSS include v
as a latent block in their posterior simulator. In our analysis, 14 is also a latent scale block.
The rotation, sign admissibility, and impulse response mapping depend on (Ag, A, A, ) and
@, not on v;. We therefore suppress v, throughout the remainder of the paper.

BPSS impose the variance normalization

1 h
EZ)\M:L i=1,...,n,
k=1

which fixes the scale of each shock variance path across regimes. The diagonal entries of
Ait/ ? are the shock standard deviations in the regime assigned to date t. Heteroskedasticity
enters only through this deterministic regime-dependent diagonal scaling.

In this paper, we use the BPSS regime-heteroskedastic framework as a likelihood-based
and computationally efficient way to accommodate regime-dependent volatility and heavy-
tailed fluctuations in the data. We do not treat the shocks 7; as economically interpreted
objects. At this stage they are model shocks: independent across equations and time, with
variances that change across regimes. The economic interpretation comes later, through an
orthogonal rotation @) selected by sign and narrative restrictions.

This separation is essential. The rotation ) is not meant to change the dynamics of the
data. Its role is to select an admissible economic interpretation while leaving the reduced-
form data-generating process unchanged. This invariance is a fundamental principle in
the sign-restriction literature, and we preserve it. The difficulty is that the rotation com-
monly used in homoskedastic SVARs preserves the reduced form but need not preserve the
independent-shock representation once shock variances differ across regimes. The following
discussion makes this point explicit.

The reduced form follows by post-multiplying (1) by Ag*:

yp=wB+u,  B=AA, up = Ay
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The residual covariance is therefore regime-dependent:

Y, = Var(u, | 8¢) = (Agl)'AstAal. (2)

In regime k, the compact form is'

Y = (Ag Y ApAGt.

The reduced-form data-generating process remains invariant under the coefficient-only rota-
tion
(Ag, Ay) — (ApQ, AL Q).

This rotation approach is commonly used in all homoskedastic SVARs. The mistake is
to carry this rotation into the heteroskedastic model. To be sure, the reduced form is still
unchanged because

YiAoQ = ;A4 Q + m,Q
solves back to
y, =2, B+nQQ Ayt = ;B +mAg.
The transformed shock is now 7;). Under heteroskedasticity, 7; has diagonal covariance As,,
not scalar covariance. A commonly used orthogonal rotation then mixes shocks with different
variances. The next lemma shows that this rotation does not preserve the independent-shock

representation.
Lemma 1. Fiz a regime k and let Q € O(n). Define the rotated shock
7 =1Q.
The components of 11 are mutually independent if and only if
Q'MQ
is diagonal. If the diagonal entries of Ay are distinct, this condition holds only for signed

permutation matrices. More generally, when some diagonal entries are equal, ) may rotate
only within equal-variance blocks.

Proof. See Appendix S1.1. U

Lemma 1 explains that the commonly used rotation argument for homoskedastic SVARs
cannot be carried over unchanged. The problem is not the reduced form; the reduced form is
not affected. The problem is the shock representation. A naive rotation applies ) after the
regime-specific variances have already been attached to the shocks. A commonly used rota-
tion therefore mixes shocks with different variances and destroys the diagonal independent-
shock representation. In a homoskedastic SVAR, A, is proportional to the identity, so every

IThe transpose placement in (2) follows from the right-multiplication convention y}Ag in (1), under which

columns of Ay correspond to equations. Under the alternative convention Agy;, the corresponding covariance

expression is Ay A (A1)
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orthogonal rotation preserves independent shocks. Under heteroskedasticity, this is no longer
true. The model must first return the shocks to unit variance and only then rotate. The
absorbed form presented in the next section does exactly that.

I1.2. Absorbed form and impulse responses. The regime scaling is absorbed into the
coeflicient matrices so that the shocks have unit variance. This transformation places impulse

responses on a common shock scale across regimes. Let
Es = A2
Post-multiplying (1) by =, gives
Yy AoZs, = T ALE, + €, (3)

where

e = Zg, M, E(ee) | s¢) = I,.
Equation (3) is algebraically identical to (1). The shocks now have unit variance in every
regime, so an orthogonal rotation ) preserves their unit-variance covariance matrix. The
regime-specific information is absorbed into the block (A¢Zs,, A+Zs, ).

The identifying restrictions enter through an orthogonal rotation (), following Rubio-
Ramirez et al. (2010). Post-multiplying the entire absorbed block in (3) by an orthogonal
matrix @) € O(n) yields

Y1 AoEs @ = 1 ALEQ + 6,0, (4)
where €} remains a vector of independent unit-variance rotated shocks. Let {®,(B)}s>o
denote the moving-average coefficients implied by B, with ®(B) = I,,.? Solving (4) forward,
the dynamic responses of the observables to rotated unit-variance shocks in regime k at
horizon ¢ are

01e(Q) = 4(B) Q'N* A (5)
because

(AOE;CQ)*I _ Q/E;Aal _ Q/AiﬂAal
and the reduced-form coefficient remains B. The regime affects the impulse responses only
through the positive diagonal matrix A,lg/ 2, which rescales each rotated unit-variance shock

by its regime-specific standard deviation.

2We index the impulse-response horizon by ¢ to keep it distinct from the regime index k.
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III. THEORETICAL RESULTS

We use the heteroskedastic model for a pragmatic purpose: to capture large movements
and fat-tailed distributions in macroeconomic data. Following BPSS, we keep the diago-
nal shock-variance matrix A, because it preserves sampling efficiency and computational
tractability. We do not use shock heteroskedasticity to identify economic shocks, a concern
emphasized by Herwartz and Liitkepohl (2014). Identification instead comes from sign and
narrative restrictions, in the spirit of Arias et al. (2026¢).

Let Y denote the sample data and let = (Ag, A, A, ), where A = {A;}?_,. The posterior
density for 6 is proportional to the heteroskedastic likelihood times the prior density for 6.
The BPSS prior and MCMC sampler therefore deliver posterior draws of the heteroskedas-
tic system. Sign and narrative restrictions provide identification by selecting admissible
rotations of those draws.

Equation (5) shows that the rotation ) changes the dynamic responses associated with a
posterior draw. It changes the impact responses and, through the moving-average coefficients
{®¢(B)}s>0, the responses at all subsequent horizons. But ) does not reweight the draw
through the likelihood. Given the regime path, the likelihood depends on (Ag, A, A, ), not
on ). The rotation selects an admissible economic interpretation of the responses generated
by a posterior draw; it does not change the heteroskedastic likelihood assigned to that draw.
The following proposition formalizes this invariance. This distinction is what makes sign-

restricted inference under heteroskedasticity coherent.

Proposition 1. Fiz 0 and the regime path. For every @ € O(n), the absorbed rotation leaves
the likelihood unchanged:

p(Y 6,Q) =p(Y | 0), (6)
where the left-hand side denotes the likelihood implied by (4).

Proof. See Appendix S1.2. O

Proposition 1 is central because the conventional rotation (Ag, A, ) +— (AeQ, AL Q) leaves
the variance scaling outside the rotation. Under homoskedasticity this is harmless. Un-
der heteroskedasticity it is not. This point is related to but separate from the blended-
identification contribution of CMT. CMT combine shock heteroskedasticity with sign, narra-
tive, and proxy restrictions. In their theoretical discussion, a reduced-form Normal-Inverse—
Wishart prior, coupled with a uniform prior over @), induces a Normal-Generalized Normal
prior on the model parameters. Their Algorithm 2, however, does not sample () as an al-
gorithmic block. It draws (A, B, A) directly, uses the row-by-row sampler of Waggoner and
Zha (2003) for the contemporaneous block, and imposes sign restrictions by accept-reject
on the resulting impulse responses. As shown in Section VII, this direct accept-reject step
can become prohibitively inefficient when the admissible set is small.
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Because () is not a separate state variable in Algorithm 2, sign admissibility must be
found by searching over posterior draws of model parameters. This design avoids the harder
theoretical problem that arises when computationally efficient search requires a rotation on
top of a heteroskedastic posterior draw. Then () cannot be treated as unrestricted; it must
be drawn from its sign-restricted conditional distribution while leaving the heteroskedastic
posterior for (Ag, A, A;) unchanged. It must also leave the likelihood unchanged. Our
framework provides this theoretical foundation.

Proposition 2 of Arias et al. (2026c) makes a similar point. Applying orthogonal ro-
tations to a heteroskedastic-shock model is not a routine extension of the homoskedastic
sign-restriction framework. The next proposition shows what fails when the homoskedastic

rotation is imported without absorbing the regime scaling.

Proposition 2. Fiz A and rotate only the coefficients, (Ao, Ay) — (Ao@, AL Q). The like-
lihood depends on () unless

QA Q" = Ay
for every k. In particular, likelihood invariance fails generically whenever some Ay has

unequal diagonal entries.

Proof. See Appendix S1.3. O

Proposition 2 is the crux. Under homoskedasticity, A, o< I,, and thus @ cancels from
the covariance and remains a pure identifying device. Under heteroskedasticity, the same
rotation changes the likelihood. A rotation used to identify structural shocks instead refits
the model. The absorbed rotation avoids this tilt. It leaves the heteroskedastic likelihood
unchanged and uses () only to search for an admissible economic interpretation.

The vast literature utilizes accept-reject sampling to draw the rotation matrix ). The
critical question is whether this step alters the posterior distribution of . We begin with
the following definition that establishes the posterior target restricted by Q).

Definition 1. Let 0 = (Ag,A, A,), p(0 | V) be the heteroskedastic posterior density, and
i be Haar measure on O(n). Let SR(A,Q) be the indicator that the sign and narrative
restrictions are satisfied:

SR(0,Q) = 1{(0, Q) satisfies the sign and narrative restrictions} .

Define

R() ={Q € O(n) : SR(6,Q) > 0}.
If u(R(A)) > 0, the restricted posterior target is
H{Q € R(0)}

7(d,dQ | Y,SR) = p(6 | Y) W(R(0))

n(dQ).
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The posterior draws of # are generated by the BPSS sampler. The accept-reject procedure
operates only on the conditional simulation of (). The next proposition is essential for
inference and computation. It pins down what accept-reject sampling does: it truncates the
conditional distribution of (), not the posterior distribution of 6.

Proposition 3. In the absorbed parameterization (4), the likelihood does not depend on Q:
p(Y [0,Q) =p(Y | 0)

for every Q@ € O(n). Consequently, drawing 0 from p(6 | V) and then drawing Q from
Haar measure restricted to R(0) produces exact draws from Definition 1. The accept-reject
procedure changes the support of QQ, not the posterior weight on 6.

Proof. See Appendix S1.4. ([l

Proposition 3 completes this section’s theoretical results. The rotation is drawn after that
posterior draw of (Ag, A, Ay) is retained. Because @) does not enter the likelihood, accept—
reject on () does not reweight the heteroskedastic draw. The proposition formalizes how our

method decouples posterior simulation from identification.

IV. SIGN AND NARRATIVE RESTRICTIONS

Section III establishes that the rotation () selects an economic interpretation of a retained
heteroskedastic draw without entering the likelihood. This section turns that principle into a
sampler, isolating three pitfalls where a naive implementation silently alters the target. The
first involves how an admissible rotation is drawn. The second addresses how a posterior
move is repaired when it renders the current rotation inadmissible. The third clarifies the
valid applications of rejection counts. Each is stated as a proposition or theorem designed
to avoid a specific mistake.

Our construction uses one computational tool from Arias et al. (2026b) for a different
problem. They use the elliptical slice sampling (ESS) method of Murray et al. (2010) to
sample admissible rotations in homoskedastic SVARs with sign restrictions. HARS instead
addresses shock heteroskedastic SVARs, where ordinary rotations do not preserve the het-
eroskedastic likelihood. HARS restores likelihood invariance by absorbing the shock scale
and rotating the absorbed block. In the implementation, ESS supplies the retained admis-
sible rotations, but it is only one of three computational devices in HARS for maintaining
sign admissibility when admissible auxiliary rotations are rare. The two repair devices are

introduced in Section V.

IV.1. Drawing an admissible rotation. For a retained draw 6, the rotation is auxiliary.
By Definition 1, its conditional target is the Haar measure restricted to the admissible set
R(0). The rotation step therefore samples only over admissible rotations for the retained

draw. It does not redraw, reject, or reweight 6.
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Let X be an n x n matrix with independent standard normal entries. Let (X)) denote the
QR map that normalizes the R factor to a positive diagonal and returns the orthogonal factor.
This is the Gaussian-to-Haar construction of Rubio-Ramirez et al. (2010): ~(X) is Haar
distributed on O(n). The next proposition formalizes the properties of this coordinatization
and validates the update.

Proposition 4. Fiz 6 with u(R(6)) > 0. Let X = (x1,...,x,) have independent standard-
normal columns and let Q) = ~(X). Define the sign-restricted distribution of X by

7x(dX | 0, SR) x 1{SR(0,v(X)) > O}exp(—% > ijH?) dx.

Then the image of mx (- | 0, SR) under y is Haar measure restricted to R(6)—the conditional
target density of Definition 1. The full conditional density of a single column is

plaj | 2,0, SR) o< 1{SR(0,7(X)) > 0} exp(—3llz;I*) ,

a Gaussian density times an indicator. A column-wise ESS update of x; leaves this full con-

ditional density invariant, and a systematic scan over j = 1,...,n preserves the invariance
of tx(- | 0,SR).
Proof. See Appendix S1.5. O

Proposition 4 certifies the rotation step. The Gaussian ESS update targets the restricted
Haar distribution of @ | 8, SR, so the rotation step is exact even when R(6) is small. Each
output rotation is a valid draw from the ()-block target of Definition 1, though successive
draws are serially dependent. The update does not alter the heteroskedastic posterior for 6; it
selects a sign-admissible interpretation of a posterior draw of model parameters. This is the
boundary with Arias et al. (2026b). There the rotation is inferential: it carries the uniform
prior over orthogonal matrices and enters the target. Here it is auxiliary: by Proposition 1, )
does not enter the likelihood, so the slice update selects an economic interpretation without
reweighting 6. This distinction is not cosmetic. It determines whether sign restrictions
reweight posterior draws of model parameters. The mechanics are shared; the role is not.

IV.2. Repairing a stale rotation. A rotation that is admissible for one posterior draw of

f can become inadmissible after 6 is updated. We refer to this event as staleness:
SR(0*,Q) <0,

where 0* = (Af, A*, A%) is the updated posterior draw and @ is the rotation carried over
from the previous state. The event can follow a redraw of A, when restrictions bind beyond
impact. It can also follow a move in (Ag, A), since the impact responses depend on A/2. The
repair must restore admissibility without disturbing the joint distribution of the completed
new draw of . The next theorem shows that the obvious shortcut fails this requirement.

Partition the parameter collection and the conditioning set as

20 = (A[)?A)a A+ = A+7 0 = (207Z+)7
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and let sq collect everything held fixed in the block update: the data, the regime path, the
prior hyperparameters, the latent scales, and any other conditioning objects. Let po(zo | so)
be the collapsed density of the first block with A, integrated out, and let p(zy | 29, So) be
the Gibbs conditional density of the companion block.

Theorem 1. Fiz Q. The sign-restricted target of the completed draw is

WSR(2072+ | 50, Q) < po(20 | S0) P+ (24 | 20, 50) L{SR(20, 24, Q) > 0}.

Define the admissibility weight

WO(ZO; 50, Q) - /p+(u | 20, 80) 1{SR(207U7Q> > O} du7

the probability that a Gibbs draw of A, completes zy into an admissible draw. Then the
sign-restricted marginal density of zy is proportional to

Po(20 | 80) wo(20; 50, Q).
Consequently:
(i) Holding zy fized and redrawing only z. ~ pi(- | 2o, S0) until SR(20,24,Q) > 0 is
a valid conditional update for z,, but it leaves the marginal density of zo equal to
po(20 | S0), not to po(zo | so)wo(zo; S0, Q).
(i1) A wvalid repair of a failed completed draw must redraw a completed candidate (2o, z4),

with zy proposed by the first-block sampler and zy ~ pi (- | 20, S0), and retain it only
when SR(zo, 24, Q) > 0.

The two procedures coincide only when wy(zo; So, Q) is constant in z.

Proof. See Appendix S1.6. 0

Theorem 1 is the foundation of the joint repair used in Section V. Drawing A, from
p(z4+ | 20,50) is computationally inexpensive. Therefore, it is tempting to try A, until
it works. But this naive procedure is incorrect. First-block values for which admissible
completions are rare should receive less posterior mass, and only the completed-draw repair
enforces that. The conditional redraw of A, is legitimate in exactly one situation: as a
companion-block update when z, already carries its correct sign-restricted marginal target.
It is not a legitimate route to rescue a completed draw that has just failed.

The boundary case is instructive. When wq(zo; so, Q) = 0, the first block 2z, has no
admissible completion, and the target assigns it zero mass. The completed-draw repair
enforces this on its own: it never retains such a candidate. The conditional redraw of
zy = A, does not. Holding that z; fixed, it searches for an admissible A, that does not
exist and never terminates. The shortcut therefore fails exactly where the target is most
decisive.

The direction of the error is also clear. The conditional redraw of A, removes the factor

wo(20; S0, @), so it inflates first-block values with small wy relative to the truth. These are the
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values whose sign-admissible completions are scarce. Then the posterior distribution over
(Ao, A), and hence over the impulse responses, tilts toward the parameter configurations the
restrictions are designed to make rare. The error therefore favors the very structures the
identification was designed to discipline.

IV.3. Rejection counts are diagnostics, not density terms. The repair attempts pro-
duce rejection counts. It is tempting to read a high rejection rate as evidence that a draw fits
the data poorly, or to fold it into a likelihood or posterior calculation. Both interpretations

are incorrect, as shown in the next proposition.

Proposition 5. Fiz a posterior draw of 0 with u(R(0)) > 0. Draw QW, QP ... indepen-
dently from Haar measure and retain the first that satisfies SR(0,Q) > 0. Then:

(i) the retained rotation has the restricted-Haar conditional distribution of Definition 1;
(i) the likelihood contribution of 6 is unchanged;

(7i) the realized rejection rate of any Q search or repair step depends on the conditioning

state and on the block being repaired. It is therefore a diagnostic of computational

efficiency, not a normalized adjustment to the posterior density.

Proof. See Appendix S1.7. 0

The proposition separates the computational efficiency of finding an admissible rotation
from the statistical fit of the model, so that rejection counts are not mistaken for likelihood or
posterior quantities. Failed candidates are auxiliary proposals. They are not retained draws
of the model parameters and do not enter posterior averages. A frequent need to repair the
rotation is a diagnostic of a small admissible set, or of a rotation that often becomes stale
after updates to 6. It does not imply that the model fits the data poorly. The rejection rate
is therefore a diagnostic of computational difficulty, not a density term. Section V combines
the theorem and the two propositions into a single sampler.

V. ALGORITHM

The sampler alternates a posterior draw of # with a rotation draw of (). The posterior
draw updates (Ao, A, A, ) by the heteroskedastic sampler, with the first block zy = (Ag, A)
moved by Metropolis—Hastings (MH) and the companion block z, = A, moved by its Gibbs
Gaussian conditional target. The rotation draw keeps (A, A, A}) fixed and updates @) by
the column-wise ESS step of Proposition 4. Between the two draws sits the repair logic of
Theorem 1, which restores admissibility whenever a posterior move leaves the carried-over
rotation stale. Proposition 5 guarantees that the rejection counts generated along the way
are diagnostics only.

The order of the two draws matters because the impact responses depend on AY2. In
regime m the impact matrix is S,, = A, 1A},{2Q’ , so a move in A, changes the relative

weights inside the matrix product and can make an admissible rotation inadmissible. Sign
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restrictions are imposed on impulse responses, never on A,, as an object. Admissibility
must nonetheless be rechecked after any move in (Ag, A), and after a move in A, when the
restrictions bind beyond impact. When the restrictions bind only at impact, A, does not
enter the admissibility verification. Throughout, the admissible set is

R() = {Q € O(n) : SR(6,Q) > 0}.

For the initialization, construct an initial admissible pair (¢, @) by the column-by-column
accept—reject construction of Arias et al. (2026b, Algorithm 4). That is, build Q = [q1, . . ., ¢»]
one column at a time, projecting each Gaussian draw onto the orthogonal complement of the
columns already fixed and renormalizing, and accepting a column when its sign restrictions
hold. Then set X = @, which satisfies v(X) = @ under the positive-diagonal convention
and seeds the ESS step of Proposition 4.

We have three tuning parameters with three upper bounds imposed:

e N, > 1, the number of ESS updates of () per rotation draw;

e Ny > 1, the maximum number of completed posterior redraws used to repair a stale
rotation;

e Ng > 1, the maximum number of independent Haar attempts in a global rotation

repair.

Algorithm 1 (Heteroskedastic absorb-and-rotate sampler (HARS)). Let the current admis-
sible state be (6,Q) with SR(0,Q) > 0. One iteration proceeds as follows.

1. Posterior draw with admissibility check. Propose z§"" = (A§"", AP™P) by the first-
block MH step and set z§ = 25" if accepted and z§ = zy otherwise. Draw the
companion block 2% ~ p (A4 | 25, s0) and form 6% = (25, 27 ).

o If SR(6*,Q) >0, set 6 < 0* and go to Step 3.
e If SR(0*,Q) <0, the rotation is stale; go to Step 2a.
2a. Posterior-draw repair by the joint procedure. Repair on the completed draw, as re-
quired by Theorem 1. For at most Ny attempts, draw a completed candidate

ecand — (Z(():a,nd7 Ziand)’ Ziand ~ p+(A+ | Z((;and’ 80),

with 254 proposed by the first-block sampler, and retain it only when

SR(6<, Q) > 0.

If a candidate draw is retained, set 6 < 6“4 and go to Step 3. If no candidate
1s retained after Ny attempts, discard all candidates and go to Step 2b, carrying the
draw 0% that triggered the repair. Failed candidates are auziliary proposals and are
never retained on the MCMC' chain.

2b. Global rotation repair. Hold 0* fized. For j =1,..., Ng, draw QY ~ u from Haar
measure and let §* be the first index with SR(0*,QU")) > 0. If such an index exists,
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set (0,Q) < (6*,QU")) and go to Step 3. If no index succeeds after Ng attempts,
declare sampler failure and proceed to Step 5.

3. Rotation draw. From the admissible state (0, Q), run Ness column-wise ESS updates of
Q at fived O according to Proposition 4, producing QW ... QWes) with SR(6, Q")) >
0 for every r. Retain all Negs rotations together with 6 for posterior impulse-response
computation. These rotations are serially dependent but are valid draws from the
Q-block conditional target of Definition 1.

4. Advance the state. Set the next state to (6, QM=) and return to Step 1.

5. Sampler failure. If a posterior move produces a draw 6* for which neither the joint
posterior-draw repair nor the global rotation repair restores sign admaissibility, the
sampler cannot advance. Increase Ny or Ng, improve the repair search, or revisit the
restriction set.

Section IV provides the theoretical justification that HARS samples from the correct
distribution. The posterior draw is the heteroskedastic sampler; its invariant distribution is
the posterior target of 8. By Proposition 4, the rotation draw leaves the ()-block conditional
target of Definition 1 invariant. By Theorem 1, the repair in Step 2a redraws a completed
parameter candidate and preserves the sign-restricted marginal target of zg = (Ag, A). The
conditional shortcut for z,, which would have led to the incorrect marginal target of zy, is
never used. Because () does not enter the likelihood, by Proposition 1, none of the rotation
or repair steps reweights 6. The retained pairs (0, Q)) are therefore draws from the target of
Definition 1.

Step 2b is the only update step that bypasses ESS and draws a fresh ) by global rotation
repair. For fixed 6*, the first admissible independent Haar draw has the restricted-Haar

1{SR(#,Q) > 0} u(dQ)
p(R(67))
according to (i) of Proposition 5. Global repair and ESS target the same conditional dis-
tribution of @ | 6, SR. They reach it differently. ESS leaves the restricted distribution

invariant through a slice update. Global repair proposes from unrestricted Haar and retains

conditional distribution

only admissible rotations. The accepted rotation is therefore drawn from the Haar distribu-
tion restricted to the sign-admissible set. Global repair is a fallback when ESS cannot find
an admissible angle. It changes the search mechanism, not the target. Frequent recourse to
the global repair signals that the rotation often goes stale after a posterior move. By (iii) of
Proposition 5, the recorded rejection counts carry no likelihood content.

Three properties of HARS follow from the auxiliary rotation. First, the first block (Ap, A)
is not a Gaussian-times-indicator target: the Jacobian factor |det Ag|” breaks the Gaussian
kernel, so that block is sampled by MH while only the ()-block uses the slice update. Sec-

ond, heteroskedasticity rules out a single slice sampler over all blocks; the first block (Ao, A)
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requires MH, the companion block A, is drawn by its Gibbs conditional, and only the rota-
tion admits the slice update. The sampler exploits this separation. Third, the admissibility
weight wo(zo; S0, @) of Theorem 1 applies to the companion block A, and thus reweights
the marginal target of zy, which is what makes the completed-draw repair necessary. The
rotation step is constructed to target the Haar measure restricted to R(#). The validity of
the HARS step therefore rests on invariance with respect to the restricted target defined by
Definition 1.

HARS treats sign failure as failure of the pair (6,@Q), not of the model-parameter draw 6
alone. A draw of model parameters can be inadmissible for the current rotation and admis-
sible for another. Posterior-draw repair therefore discards proposals only as pairs with the
current (); it does not remove those model-parameter draws from the posterior distribution.
They will be sampled later when the rotation block moves to a different admissible ). Thus,
HARS preserves the likelihood and the posterior distribution. It uses sign and narrative
restrictions to select likelihood-preserving rotations for economic interpretation.

VI. EMPIRICAL APPLICATIONS

We apply HARS to three SVAR applications. The first is a monetary policy application,
in which we identify only the monetary policy shock. This case has a large sign-admissible
set. The second is an oil market application. In this application, sign restrictions apply
to several shocks and an elasticity bound couples impact responses through a ratio. The
third is a fiscal policy application. Sign restrictions are combined with narrative restrictions
on two fiscal shocks. In each case, we report the data, model, identifying restrictions, and

impulse responses. Credible intervals for the dynamic impulse responses are computed from

HARS draws.?
VI.1. Monetary policy.

VI.1.1. Data and setup. The monetary policy application follows ADRR. They identify a
contractionary monetary policy shock with signs and the Volcker narrative restriction. Their
monthly U.S. VAR has 12 lags and six variables: real output, the GDP deflator, the com-
modity price index, total reserves, non-borrowed reserves, and the federal funds rate. The
sample is 1965:01-2007:11. We use exactly ADRR’s data, specification, and restrictions. We
then incorporate regime-dependent shock variances into their model.

We follow the flat-prior tradition of Uhlig (2005), ADRR, and CMT and use
p(Ao) 0.8 {det(A0)|_n,

3For each application, the impulse-response horizon matches the corresponding study in the existing
literature, so that results are compared on the same horizon. Appendix S2 provides the data sources.
Section VII reports the computational tally and the comparison with CMT. Appendix S3 details the sampler
settings, hardware, posterior-draw repair steps, and computation time.
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with a flat prior on A,. The identifying restrictions are imposed only through Q).

We follow CMT’s Appendix D and use three variance regimes with breaks at 1979:10 and
1990:01. Table 1 reports the dates. The date 1979:10 marks the beginning of the Volcker
regime. ADRR also use this date for two narrative restrictions: the monetary policy shock
must be positive, and its historical contribution must dominate the contributions of all other
shocks to the federal funds rate.

VI.1.2. Sign and narrative restrictions. Table 2 lists the sign restrictions, which hold for six
months. A contractionary monetary policy shock raises the federal funds rate and lowers the
GDP deflator, commodity prices, and non-borrowed reserves. These restrictions are imposed
on one column of Q.

The narrative restriction concerns the date 1979:10. The October 1979 monetary shock
must be positive and must be the dominant contributor to the increase in the federal funds
rate. The Volcker narrative restriction does not impose a decline in output. It does not
impose a decline in total reserves. Those responses are outcomes of the estimated SVAR.

VI1.1.3. Policy transmission. Figure 1 displays the dynamic responses to a contractionary
monetary policy shock. It compares the ADRR homoskedastic result with the shock-heteroskedastic
result computed by HARS under three shock-scale regimes. The black lines are posterior
medians. The bands are 90% credible intervals. The responses governed by the imposed
sign restrictions have the expected directions: the federal funds rate rises, while commodity
prices and non-borrowed reserves fall. These responses verify that the identified shock has
the intended economic interpretation. The unrestricted responses carry the remaining eco-
nomic content. They show what shock heteroskedasticity contributes beyond the sign and
narrative restrictions.

The GDP response is the most illustrative. It is also the central subject in ADRR’s mon-
etary policy application. ADRR show that adding their Volcker narrative restrictions to the
sign restrictions of Uhlig (2005) makes output fall after about one and a half years at the 68%
level. This result is the main economic force of their monetary exercise: narrative informa-
tion turns an uninformative monetary policy shock into a contractionary policy disturbance
with real effects.

Under the conventional 90% credibility standard, however, the ADRR band includes zero
at every horizon. The ADRR contraction therefore does not survive the conventional stan-
dard. With shock heteroskedasticity incorporated, the contraction is statistically significant:
real GDP turns negative after about two years, and the 90% credible band lies below zero
from that point. The upper edge of the band remains close to zero, but the conclusion no
longer rests on a 68% band. It meets the 90% credibility standard. This difference is not a
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sampler effect. It is an economic and statistical effect of shock heteroskedasticity. HARS
only makes the restricted posterior practical to compute. The economic implication comes
from allowing the scale of shocks to differ across regimes.

The GDP response is the most illustrative because it changes the interpretation of mone-
tary policy. Under the homoskedastic ADRR specification, the Volcker narrative restriction
alms to generate a contractionary output effect, but the conventional 90% band is too wide
to rule out no effect. Under shock heteroskedasticity, the same narrative information delivers
a contraction that meets the conventional credibility standard. The model now states that
the contraction is a credible outcome of the posterior distribution.

The 90% credible bands are informative in two respects. They are more informative
statistically, and they change the economic conclusion. Following Sims and Zha (1999), the
literature often reports 68% bands when 90% bands are too wide to be useful. That tradition
should not substitute for a better statistical model. A wide band is not just a presentation
problem. It can signal that the fitted model assigns uncertainty to the wrong source.

The reason is straightforward. Macroeconomic fluctuations are heavy-tailed. Large in-
novations occur periodically, especially in episodes such as Volcker’s disinflation. A ho-
moskedastic Gaussian SVAR forces tranquil periods and turbulent periods to share the same
shock scale. It uses one variance to fit both ordinary and extraordinary disturbances. That
restriction is too strong. Large historical shocks then contaminate inference about dynamic
propagation. The model pushes uncertainty into the impulse responses, and the credible
bands become wide and uninformative.

Shock heteroskedasticity tackles this problem directly. It separates the size of the shock
from the dynamic effect of the shock. It allows large historical disturbances to be large
without making all periods equally volatile. Once this scale variation is introduced, the
contractionary effect of monetary policy on real output becomes clearer. The GDP result is
not merely a precision gain. It is a change in economic interpretation.

The response of the GDP deflator reinforces the same point. Under the homoskedastic
ADRR specification, the price response is negative, but the upper bound of the credible band
is much closer to zero than under the heteroskedastic specification. The difference matters
because a falling price level is the fundamental implication of a contractionary monetary pol-
icy shock. With shock heteroskedasticity, the deflator response remains persistently negative
beyond the restricted horizons. The decline is therefore not only a mechanical consequence
of the imposed sign restrictions. It is part of the estimated propagation of the monetary
contraction beyond the restricted periods.

The response of total reserves provides the clearest institutional evidence. Non-borrowed
reserves are restricted. Total reserves are not. Their response is therefore a test of whether

4Running HARS in a homoskedastic configuration—with a single regime and unit variance scaling—

yields impulse responses essentially identical to the ADRR result. This finding confirms that the differences

in Figure 1 arise from shock heteroskedasticity rather than from the sampler itself.
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the contractionary monetary policy shock has the intended effect under this operating frame-
work. Under the homoskedastic ADRR specification, zero lies well inside the 90% band.
With shock heteroskedasticity, total reserves fall shortly after impact and remain negative
for roughly a year. This response is economically important because it is not imposed by
the identifying restrictions.

The total-reserves result is also historically meaningful for the 1965:01-2007:11 sample.
Before the introduction of interest on reserves in October 2008, the Federal Reserve im-
plemented contractionary policy primarily through open-market operations that drained re-
serves from the banking system. A rise in the federal funds rate together with a fall in reserves
is exactly what a contractionary monetary policy shock implies under the reserve-operating
framework. Belongia and Ireland (2024) formalize this link by identifying a contractionary
policy shock as a joint rise in the federal funds rate and a fall in the supply of bank reserves,
and they document that total reserves respond to policy across the pre-2008 regimes. The
recursive evidence of Christiano et al. (1996) makes the same point, listing a decline in total
reserves among the defining effects of a contractionary monetary policy shock.

The total-reserves decline is not imposed by the restrictions. It is therefore economically
informative. Under the reserve-operating framework, a contractionary policy action raises
the federal funds rate by draining total reserves. For the ADRR homoskedastic result, the
total-reserves band includes zero at all horizons. By contrast, the heteroskedastic result
computed by HARS produces the reserve drain that a contractionary policy shock should
produce in this sample.’

The three unrestricted responses therefore tell a coherent economic story. Output falls,
the price level falls, and total reserves fall. The first result addresses the central debate
in ADRR and Uhlig (2005). The second strengthens the contractionary interpretation of
the monetary policy shock. The third shows whether the identified monetary policy shock
operates under the pre-2008 reserve framework. These are not cosmetic changes in credible
bands. They are the economic consequences of allowing the scale of shocks to vary across
regimes.

The broader lesson is that the frequent use of 68% bands in the literature is not innocuous.
It often reflects the fact that 90% bands from homoskedastic Gaussian SVARs are too wide
to answer the economic question. But that failure is not a reason to lower the reporting
standard. It is a reason to examine the model. If the data contain periodic large shocks and
the model forces all periods to share one shock scale, uncertainty appears in the impulse
responses rather than in the shock scale. The result is weak inference about the dynamic
effects of monetary policy.

Shock heteroskedasticity addresses that failure. It lets large historical shocks be large. It
prevents turbulent periods from inflating uncertainty in tranquil periods. It separates scale

SThese responses are robust to other regime dates: adding more break dates to the existing ones leaves

both the negative GDP response and the negative total-reserves response intact.
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variation from dynamic propagation. Once this separation is allowed, the monetary policy
contraction becomes visible at the conventional 90% level. The economic narrative is simple
and strong: narrative restrictions help identify the Volcker shock; shock heteroskedasticity
makes the inference economically informative; HARS is the computational device that makes
the posterior calculation feasible.

VI.2. Oil market.

VI1.2.1. Data and setup. KM identify oil market shocks with sign restrictions and an impact
price-elasticity bound. We study their monthly trivariate SVAR with oil production growth
Agq;, real global activity y;, and the real oil price p;. The SVAR has 24 lags. We use ADRR’s
extended 1971:01-2015:12 sample but keep KM’s original identification: the sign restrictions
and the impact price-elasticity bound. We do not impose ADRR’s additional narrative
restrictions because this application isolates the effect of shock heteroskedasticity under the
KM restrictions. This choice also makes the later comparison with CMT in Section VII
directly compatible: both exercises use the same KM restrictions. For the heteroskedastic
specification, we add regime-dependent shock variances to this oil market model.

The prior is the same as in the monetary policy application: flat in A, and p(A4y)
| det(Ap)|™™. We use three variance regimes. Following Appendix D of CMT, we set the
break dates at 1990:01 and 2008:01; Table 3 reports the dates. The sample is therefore
divided into three periods: the oil-shock and disinflation era, the Great Moderation, and the
financial-crisis/zero-lower-bound period.

VI1.2.2. Sign and elasticity restrictions. Table 4 provides the details of the identifying re-
strictions. The sign restrictions are imposed only on impact responses. An oil-supply shock
lowers oil production and raises the oil price. An aggregate-demand shock raises produc-
tion, activity, and the oil price. An oil-specific-demand shock raises production and the oil
price but lowers activity. Because the KM restrictions bind only on impact, regime-specific
shock scales do not change sign admissibility or the elasticity ratio discussed below. A single
admissible rotation therefore applies across regimes in this oil market application.

The elasticity bound Agq;/p; < 0.0258 applies to the two demand shocks. For each demand
shock, it limits the ratio of the impact response of oil production growth to the impact
response of the real oil price. The bound restricts how much oil production growth can
move within the month when oil demand shifts. It does not apply to the oil-supply shock.
For that shock, the sign restriction keeps the oil-price response positive, while the elasticity
bound leaves its magnitude unrestricted. Thus, the bound rules out rotations that imply
an implausibly elastic short-run oil-supply curve. Because the bound is a ratio, it links
two impact responses for the same demand shock: the response of oil production and the
response of the real oil price. This sharply reduces the admissible set and makes traditional
accept-reject exploration costly. HARS avoids that cost.
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VI1.2.3. Economic implications. Figure 2 displays the dynamic responses for this oil market
SVAR. It compares the homoskedastic results with the heteroskedastic results computed by
HARS. The black lines are posterior medians. The bands are 90% credible intervals.

Both specifications yield the imposed impact signs. An oil-supply shock lowers oil pro-
duction and raises the real oil price. An aggregate-demand shock raises production, real
activity, and the real oil price. An oil-specific-demand shock raises production and the real
oil price but lowers real activity on impact. These impact responses are dictated by the
identifying restrictions. The economic content lies in the unrestricted horizons and from the
relative magnitudes across shocks. KM’s central claims are about which shock contributes
most to movements in the real price of oil and by how much relative to the others. The
homoskedastic and heteroskedastic specifications differ on exactly these dimensions and in

the direction KM’s economic argument requires.

Precision. The heteroskedastic credible bands are generally sharper than the homoskedas-
tic ones, the same finding as in the monetary policy application. We therefore do not repeat
that discussion here. As in much of the SVAR literature, KM report 68% credible bands
because the corresponding 90% bands are often too wide to be informative. We keep the
conventional 90% standard throughout, and shock heteroskedasticity is what makes the re-
sponses informative at that standard.® The remaining results show that this sharpening
is not uniform. It matters most where KM’s economic argument and the homoskedastic

estimates disagree.

Real oil price. KM’s main quantitative claim concerns the role of oil-supply shocks in
movements of the real oil price. Their argument is not that oil-supply shocks have no effect.
The impact sign restriction makes the oil-price response positive on impact. Their claim is
that, once the short-run oil-supply elasticity is kept small, oil-supply shocks play a minor
role relative to oil-demand shocks. This distinction is important for our comparison. KM
use the elasticity bound to remove rotations that imply implausibly elastic short-run oil
supply. Their main comparison uses 68% bands in their Figure 4. KM do not compare
homoskedastic and heteroskedastic inference under the same KM restrictions. Our exercise
makes that comparison at the conventional 90% level.

Under the homoskedastic specification, the real-oil-price response to an oil-supply shock
is sizeable and statistically positive. The median rises to about 2% within the first half-year,
and the 90% band stays above zero through at least 8 periods. The homoskedastic result
therefore gives oil-supply shocks a substantial and persistent role in oil-price movements.
That is exactly the channel KM argue against.

Shock heteroskedasticity removes that overstatement. The response remains positive on
impact, as imposed by the sign restriction. Beyond impact, however, it becomes statistically

6Again, when we use HARS to estimate the homoskedastic model, it reproduces the homoskedastic result.
The differences in Figure 2 therefore arise from shock heteroskedasticity rather than from the sampler.
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and economically insignificant at the 90% level. The 90% band is far narrower than its
homoskedastic counterpart. The muted response is therefore a sharper estimate, not a wider
uncertainty statement.

The conclusion is sharper than in KM’s original comparison. Under the same KM sign-
plus-elasticity restrictions, shock heteroskedasticity delivers the KM economic message at
the conventional 90% standard: oil-supply shocks move the oil price on impact by design,
but they do not generate a substantial or persistent oil-price response. Oil-specific-demand
shocks, not oil-supply shocks, account for the larger and more durable movement in the real
oil price.

Relative importance for the real oil price. We now place the muted oil-price response
to an oil supply shock in the full ranking of oil-price drivers. Figure 2 shows that shock
heteroskedasticity makes this ranking clear. The aggregate demand shock produces the
largest and most persistent price response: the median remains around 4.5% over most
of the horizon, and the 90% band stays above zero throughout. The oil-specific demand
shock also raises the real oil price sharply on impact, with a median response around 4%,
but the effect is less persistent and declines toward 1% by the end of the horizon. The oil
supply shock, as discussed above, has only an impact effect and becomes statistically and
economically insignificant beyond impact.

This ranking—aggregate demand as the dominant and most durable driver, oil-specific
demand as large but less persistent, and oil supply as minor—underlies KM’s interpretation
of the historical record. They attribute the sustained run-up in the real price of oil mainly to
global aggregate demand, assign oil-specific demand an important role in shorter episodes,
and give oil supply a limited role. The homoskedastic estimate does not deliver this ranking
cleanly. It assigns oil-supply shocks a significant multi-month price effect and leaves the
demand-shock responses inside wide bands. In particular, the homoskedastic band for the
aggregate-demand response spans much of the plotted range, making the relative importance
of the three shocks difficult to distinguish. Shock heteroskedasticity sharpens the ranking

and makes it consistent with KM’s economic argument at the conventional 90% level.

Economic contraction. An oil-specific demand shock captures precautionary, expectations-
driven demand for oil. It raises the real price of oil within the month and, under KM’s eco-
nomic interpretation, should depress global real activity in the short run. KM do not obtain
this contraction with a credible band. Their preferred point estimate implies it—the corre-
sponding impact coefficient in their final model is clearly negative—but except at impact,
where the sign is imposed, the credible bands in their Figure 5 are too wide for the rest of
the horizon even at the 68% level. Our homoskedastic specification corroborates this weak
effect. The point estimate again contracts, but beyond the sign-restricted impact period

the homoskedastic 90% band widens and its upper bound rises above zero from the second
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month. Thus, sign and elasticity restrictions together leave the short-horizon contraction
statistically insignificant—the very limitation KM acknowledge in their paper.

Shock heteroskedasticity removes this limitation. The median response contracts, and the
entire 90% band stays below zero through the first 7 periods. Thus, the contraction becomes
credible at the conventional 90% level. By contrast, our homoskedastic implementation of
the KM restrictions leaves the early response insignificant beyond impact.” In the short run,
an oil-specific demand shock should both raise the real oil price and depress real activity.

That is the heart of the KM identifying restriction in this dimension.

Summary. To summarize our results and the discussion above, we connect them to KM’s
methodological warning. As KM show, inference that treats all admissible rotations as
equally likely tends to overstate the real-oil-price response to oil supply shocks and under-
state the response to oil-specific demand shocks. Our homoskedastic-versus-heteroskedastic
contrast demonstrates the same distortion from a different source. The homoskedastic cred-
ible band overstates the price response to an oil supply shock—large and significant for over
half a year—and understates the relative importance of an oil-specific demand shock, whose
response has a wider credible band and declines much faster. Shock heteroskedasticity, by
contrast, mutes the price response to an oil supply shock and sustains the response to an
oil-specific demand shock. It also restores the KM ranking of the three shocks and makes
the short-run contraction in economic activity credible at the conventional 90% level. Where
KM trace the distortion to equal-weighting across rotations, we trace it to a homoskedastic
Gaussian likelihood that forces tranquil and turbulent oil market episodes to share one shock
scale. Allowing that scale to vary across distinct episodes delivers results that strengthen

KM'’s core economic argument.®

VI1.3. Fiscal shocks. Unlike the monetary policy and oil market applications, which closely
replicate the identifying restrictions of ADRR and KM, the fiscal policy application com-
bines sign and narrative restrictions from several leading approaches in the fiscal SVAR
literature. We identify a net-tax shock and a government-spending shock and study how
shock heteroskedasticity changes inference about their economic effects.

The fiscal application is the most demanding of the three. Computationally, it combines
the richest set of identifying restrictions: multi-shock sign restrictions, narrative restrictions,
and shock heteroskedasticity. Empirically, postwar U.S. fiscal policy and macroeconomic

TADRR add narrative restrictions. This addition does not help on this margin: in their paper, real
activity contracts on impact by design, but immediately turns positive in the short run, as shown by their
68% credible band.

80ur results are robust to the regime specification. Adding more break dates to the original CMT dates
leaves intact the muted price response to an oil supply shock, the relative importance of the three oil shocks,

and the short-run economic contraction.
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fluctuations differ markedly across episodes, making regime-dependent shock variances a
natural part of the model.

VIL.3.1. Data. We follow Caldara and Kamps (2017), who implement the sign-restriction
identification of Mountford and Uhlig (2009) in a compact five-variable quarterly U.S. SVAR
with four lags. The system contains the three fiscal variables in Blanchard and Perotti
(2002)—mnet taxes, government spending, and real GDP—augmented with the Treasury bill
rate and the GDP deflator as the price level. The T-bill rate has a longer sample than the
federal funds rate, allowing us to start in the late 1940s and retain the early fiscal episodes.

Net taxes follow Blanchard and Perotti (2002) and Mountford and Uhlig (2009), who treat
transfers as negative taxes. Thus,

NTt - RECt - TR,t - INTt,

where N'T} is net taxes, REC; is total government current receipts, TRy is government current
transfer payments, and INT, is government interest payments. The three components on
the right-hand side are consolidated federal, state, and local government series. Government
spending is nominal government consumption expenditures and gross investment for all levels
of government. This purchases measure excludes transfers. Net taxes, government spending,
and GDP are divided by NIPA midperiod population and deflated by the GDP deflator.
The log transformation for net taxes requires NT; > 0. This condition holds throughout
1947Q1-2007Q4.

In this SVAR, net taxes, government spending, and real GDP enter as real per-capita logs;
the Treasury bill rate enters as a decimal level; and the GDP deflator enters as a log level.
The sample period is 1947Q1-2007Q4, which contains all six narrative episodes from Romer
and Romer (2010) and Ramey (2011). Neither study provides narrative episodes beyond
2007.

VI1.3.2. Identification. We identify two fiscal shocks: a net-tax shock and a government
spending shock. Unlike Mountford and Uhlig (2009), we identify the effects of these two
shocks simultaneously in the five-variable system.’

Sign restrictions. Table 5 summarizes the sign restrictions. All sign restrictions are im-
posed on impact and over the following three quarters—the four-quarter window of Mount-
ford and Uhlig (2009) and Caldara and Kamps (2012). In the spending specification, the
government spending shock raises both government spending and GDP, with net taxes left
unrestricted.

In the tax specification, the net-tax shock raises net taxes and contracts GDP, with gov-
ernment spending left unrestricted. The spending shock raises GDP, following Jorgensen

9Mountford and Uhlig (2009) identify business cycle and monetary policy shocks to help isolate fiscal

policy shocks. These auxiliary business cycle and monetary policy shocks are not needed in our application

because the sign and narrative restrictions specified below directly identify the two fiscal policy shocks.
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and Ravn (2022), and the net-tax shock lowers GDP. The negative output response imposed
on the net-tax shock is well supported across alternative identifications in the literature.
For the tax component, Blanchard and Perotti (2002) estimate that a positive tax shock
lowers output within the quarter, and Romer and Romer (2010) find that an exogenous tax
increase of one percent of GDP reduces real GDP by close to three percent. For the transfer
component, Arias et al. (2026a) emphasize that fiscal transfer shocks sustain real output.
Thus, a cut in transfers, which is a positive net-tax innovation, is contractionary. For both

fiscal shocks, we leave the Treasury bill rate and the GDP deflator unrestricted.

Narrative restrictions. Narrative sign restrictions are reported in Panel (b) of Table 5.
At each specified date, the historical fiscal shock has the restricted sign and contributes the
most to the historical decomposition of its own policy variable. We now describe the timing
of these narrative sign restrictions.

The tax and spending restrictions are based on different narrative sources. For taxes,
Romer and Romer (2010) identify so many exogenous tax changes that we select one tax cut
and one tax increase. The tax cut is the Revenue Act of 1964, the Kennedy—Johnson reform
motivated by long-run economic growth, dated 1964Q2 and assigned a negative shock. The
tax increase is the Omnibus Budget Reconciliation Act of 1993 (OBRA-93), dated 1993Q4
and assigned a positive shock. Romer and Romer (2010) classify it as motivated by deficit
reduction. Together, these two episodes identify the net-tax shock in both directions; they
are the two clearest categories: one for a tax cut and one for a tax increase.’

For the spending shock, we use all four military build-ups documented by Ramey (2011).
Because the identified shock is an innovation to observed government spending, we place
each restriction in the quarter where spending surges in our data, within four quarters of
the military build-up announcement. The four episodes are the Korean War in 1951Q1, the
Vietnam War in 1965Q3, the Carter—Reagan build-up in 1980Q1, and the post-9/11 build-up

in 2001Q4. The historical spending shock is positive in all four episodes.

Variance regimes and priors. The heteroskedastic model has three shock-scale regimes,
with breaks at 1971Q2 and 1997Q1. These are the fiscal regimes used in Appendix D
of CMT. Their fiscal model is a heteroskedastic proxy-SVAR, not our sign-and-narrative
design, but the volatility regimes are part of their fiscal sample. Table 6 reports the dates.

DOBRA-93 was enacted in August 1993 and was retroactive to January 1. Its implementation lag is
therefore under one quarter, the cutoff Mertens and Ravn (2013) use for an unanticipated tax change. We
assign the narrative restriction to 1993Q4 in our quarterly net-tax specification. We use Romer and Romer
(2010) only to determine the timing and sign of tax actions for the narrative restrictions. We do not use their
impulse responses for comparison because our fiscal shock is a net-tax innovation, not a legislated permanent
tax shock. Net taxes—revenues less transfers—are standard in fiscal SVARs (Blanchard and Perotti, 2002;
Mountford and Uhlig, 2009). With this definition, a positive net-tax innovation reduces disposable income,
or raises the primary surplus, and is contractionary. This effect is consistent with the fiscal-transmission
discussion in Ramey (2016). See also Perotti (2005, fn. 4).
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The prior is the same as in the monetary policy and oil market applications: flat in A, and
p(Ag) o | det(Ag)| ™.

VI1.3.3. Policy insights. Figures 3 and 4 display the dynamic responses to the two fiscal
shocks. The blue lines and dashed bands show the results from the homoskedastic specifica-
tion. The red lines and shaded bands show the results from the heteroskedastic specification,
computed by HARS. Lines are posterior medians. Bands are 90% credible intervals. The
imposed sign restrictions identify the fiscal shocks. The unrestricted responses provide the
core empirical insights.

Net-tax shock, output, and prices. In response to a positive net-tax shock, net taxes
rise and GDP falls over the restricted four-quarter window as imposed (Figure 3). We next
examine the dynamics beyond the horizon of the identifying restrictions.

The heteroskedastic results match the standard evidence on tax increases. Ramey (2016)
reports that output falls after an unanticipated tax increase, reaches its trough around one
to two years, and then begins to recover. Mertens and Ravn (2013) find large short-run
and medium-run effects of personal and corporate income tax changes, with no established
long-horizon effect. Their confidence bands in both studies cover zero at longer horizons.

In the heteroskedastic model, the GDP response exhibits similar timing, with output
falling over the short and medium runs. The trough occurs after the first year, consistent
with the one-to-two-year trough documented by Ramey (2016). The contraction is moderate
in magnitude. The posterior median estimate for output troughs near —0.3%, but the
response subsequently recovers into a zero-covering 90% credible interval at longer horizons.
Consequently, a positive net-tax shock exerts significant effects only in the short and medium
runs. Because the net-tax expansion is statistically transitory with the credible interval
containing zero after the short run, the output contraction dissipates as the fiscal shock
itself recedes.

The homoskedastic model yields a less coherent narrative. The net-tax expansion lacks
persistence, but the corresponding output contraction is highly persistent. The 90% credible
interval is considerably wider and less informative. Its lower bound remains contracted near
—1% for years, failing to rule out a severe output loss from a transitory fiscal shock at long
horizons. This decoupling, where a rapidly decaying tax shock triggers a prolonged contrac-
tion, is inconsistent with the existing literature. The long-run dynamics are anomalously
strong relative to the evidence in Ramey (2016) and Mertens and Ravn (2013), where tax
shocks exert statistically significant effects only over the short and medium runs. The het-
eroskedastic model, by contrast, delivers a more plausible contraction that troughs within
two years and becomes insignificant at longer horizons.

A positive net-tax shock reduces disposable income and raises the primary surplus. It
therefore puts downward pressure on the price level. This implication contrasts with Mount-
ford and Uhlig (2009), whose Figure 4 shows the price level rising after a revenue shock—a
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response they describe as counterintuitive. Both of our model specifications avoid that coun-
terintuitive response: the GDP deflator does not rise after a positive net-tax shock. The
difference is precision. The homoskedastic response has a wide credible band and leaves the
price effect weak. The heteroskedastic response is much sharper. Its credible band is far
narrower, and the response begins to fall, becoming negative toward the end of the horizon
at the conventional 90% level.

This deflationary response is also consistent with the finding of Arias et al. (2026a) that a
positive fiscal transfer shock is inflationary. Under the net-tax definition, a transfer expansion
is a negative net-tax shock. Their result therefore implies the opposite sign for a positive
net-tax shock: lower disposable income and downward pressure on the price level. The
sharper 90% credible band from the heteroskedastic model provides stronger evidence of the

negative effect of the net-tax shock on prices.

Government spending shock, GDP, net taxes, and prices. After a government
spending shock, government spending and GDP rise over the first four quarters as imposed
(Figure 4). Net taxes are unrestricted. They rise endogenously because the output expansion
raises tax receipts and reduces transfers, as emphasized by Blanchard and Perotti (2002).
Thus, the fiscal transmission mechanism operates as follows: a spending expansion raises
activity, and the fiscal balance improves partly through the increase in net taxes.

For the homoskedastic model, the net-tax response moves down, then up, and then down
again, producing a pronounced hump with large magnitude. The same large swing is evident
in the GDP response: GDP rises sharply after one year, especially for the upper bound of
the credible band, and then reverses with an even wider credible band. The problem is not
the hump shape by itself. The problem is the combination of a large real expansion and a
credible fall in the price level. Despite the large rise in government spending, GDP, and net
taxes, the price level falls after the first year and remains negative for several quarters at the
conventional 90% level. This is the fiscal price puzzle emphasized by Jgrgensen and Ravn
(2022). A government spending expansion that produces such a large increase in output
should not produce a credible negative response of the price level.

Shock heteroskedasticity gives a coherent interpretation. Government spending rises, out-
put expands, and net taxes increase gradually and steadily. The price response is statistically
insignificant at the conventional 90% level over the full horizon. The muted price response,
together with the rise in both government spending and net taxes, is consistent with the rev-
enue adjustment that stabilizes debt without a price-level revaluation (Leeper, 1991). The
heteroskedastic model preserves the real effects of government spending without producing
a credible fiscal price puzzle.

In summary, the heteroskedastic model does more than narrow credible bands. It produces
economically coherent results. A positive net-tax shock contracts output over the short and
medium runs and puts downward pressure on prices. A government spending shock raises
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output and net taxes but does not significantly affect the price level. These are economic
implications of allowing the scale of shocks to vary across regimes. HARS is the sampler
that makes posterior inference under these restrictions computationally feasible.

VII. COMPUTATIONAL EFFICIENCY OF HARS

In this section, we discuss briefly the computational efficiency of HARS. More details can
be found in Appendix S3. It is instructive to first compare HARS with the CMT sampler.
The impulse responses for the monetary policy and oil market applications are computed by
Algorithm 2 of CMT. That is a straight accept-reject algorithm that treats any parameter
draw as a failed draw, if the draw generates the impulse responses that do not satisfy the
identifying restrictions. The failed draw will be rejected as outside the restricted parameter
posterior. By construction, CMT’s credible bands tend to be even narrower than the HARS
bands. DBut its results are not necessarily interpretable economically. In the monetary
policy application, for example, the 90% credible band for the response of the price level
(the GDP deflator) covers zero beyond the restricted horizon (left panel of Figure 5). If a
contractionary monetary policy shock does not generate a fall in the price level, it contradicts
how the Federal Reserve controls inflation with its own policy. Another example is the effect
of an oil-specific demand shock on economic activity in the oil market application. CMT’s
Algorithm 2 generates the counterintuitive positive response of economic activity by its
narrow credible band (right panel of Figure 5).!!

In the existing literature, the sign and narrative restrictions rotate the orthogonal matrix
@ while preserving the likelihood. CMT’s Algorithm 2 is different: it changes the likelihood
by imposing an additional likelihood restriction. This accept—reject algorithm treats a failed
model-parameter draw as outside the restricted posterior. The narrower CMT bands are
therefore the result of conditioning on a thinner posterior region. The bands summarize a
selected posterior region. They are not credible bands from the full heteroskedastic posterior
distribution with sign and narrative restrictions used only to select likelihood-preserving
rotations. Such a posterior truncation with a thin posterior region makes computation very
costly and sometimes infeasible.

To illustrate the computational cost, we hold the model, restrictions, and identification
fixed and compare the computing time needed to obtain 1,000 effective impulse response
draws. HARS takes about 0.02-0.049 hours across the applications. CMT’s Algorithm 2
takes over an hour for the oil application and about 32.2 hours for the monetary application.
The fiscal application is the most extreme case. Out of 200,000 CMT candidate draws, only
one satisfies the restrictions, an acceptance rate of 0.0005%, too small to produce a usable
posterior distribution. HARS, on the same fiscal specification, obtains 1,000 effective draws
in 0.049 hours.

HThe complete set of impulse responses is reported in Appendix S3.1.
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Table 7 reports the effect of posterior draw repair across the three applications. A stale-Q)
event occurs when an accepted model parameter update leaves the current rotation inad-
missible. HARS handles this event by first repairing the posterior draw: holding @ fixed, it
redraws (Ag, A) and completes the draw with a fresh A, until the restrictions are satisfied.
If this repair fails within the redraw budget, the sampler falls back to drawing fresh Haar
rotations. The table compares HARS with posterior draw repair enabled (Ny = 100) and
disabled (Ny = 0), holding the model, data, restrictions, variance regimes, and remaining
sampler settings fixed.

The repair step matters most when admissible rotations are rare. Posterior draw repair
resolves almost all stale-Q events: 98.1% in the monetary application, 100.0% in the oil
application, and 93.8% in the fiscal application. When posterior draw repair is disabled,
the sampler must rely on global rotation repair. That fallback works reasonably well in the
monetary application, where the admissible set is relatively wide and 54.7% of stale-Q) events
are resolved. In the oil and fiscal applications, where the admissible set is much thinner, only
about 1% of stale-Q) events are resolved. The discarded transition counts then rise sharply.

Posterior draw repair is therefore not a cosmetic speed improvement. It is the mechanism
that keeps HARS viable and efficient when sign, narrative, and shock heteroskedastic re-
strictions make admissible rotations rare. Because HARS preserves the likelihood and the
posterior distribution of model parameters, discarded transitions measure only the compu-

tational cost of maintaining sign admissibility.

VIII. CONCLUSION

Sign and narrative restrictions select economically meaningful rotations only when the
likelihood is indifferent to the rotation. That principle has grounded homoskedastic SVARs
in the literature. It is, however, more difficult to maintain under shock heteroskedasticity.
Once relative shock variances differ across regimes, rotating the contemporaneous and lagged
coefficients while holding the regime variances fixed tilts the heteroskedastic likelihood. It
changes the fitted model.

HARS restores the principle. It absorbs the shock scale before rotation, rotates the ab-
sorbed block, and leaves the heteroskedastic likelihood unchanged. The BPSS heteroskedas-
tic specification remains the likelihood engine. It provides a computationally efficient way to
handle heavy tailed fluctuations in macroeconomic time series. The posterior draw carries
the likelihood information. The rotation pins down the economic interpretation. HARS
begins with posterior draws generated by any posterior simulator for the heteroskedastic
model. It does not require a Gibbs sampler. Conditional on each draw, it samples rotations
that satisfy the identifying restrictions while preserving the posterior distribution of model
parameters. This separation is the central principle of the paper. It gives sign and narrative
restrictions a coherent role in heteroskedastic SVARs and turns sign admissibility into a

conditional sampling problem rather than a change in the posterior target.
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Across the three empirical applications, the homoskedastic specifications put uncertainty
in the wrong place. They push shock scale variation into impulse response uncertainty. The
result is wide 90% credible intervals, reliance on 68% reporting, and weaker or sometimes
misleading economic conclusions. Heteroskedasticity puts uncertainty where it belongs. It
lets large historical shocks be large. It separates shock scale from dynamic propagation.

The economic conclusions are substantively altered. In the monetary policy application,
the Volcker contraction becomes credible at the conventional 90% level. In the oil market
application, demand shocks, not oil supply shocks, drive the larger and more persistent
movements in the real price of oil. In the fiscal policy application, transitory net tax shocks
produce contraction only in the short and medium runs, and government spending shocks
raise output without producing a credible fiscal price puzzle. The combination of shock
heteroskedasticity and sign restrictions makes inference about their dynamic effects credible.

The broader implication is this: the 90% credible interval should not be abandoned just
because a homoskedastic model makes it uninformative. When the 90% interval is too wide
to answer the economic question, the response should be to examine the model itself, not
to lower the inferential standard. Macroeconomic data contain large movements. Shock
heteroskedasticity needs to become part of standard SVAR practice. HARS makes that
practical. With HARS, the conventional 90% credible interval should serve as a practical

standard for economic inference.
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TABLE 1. Dates for variance regimes (1965:01-2007:11), 3-regime specifica-
tion

Regime Start End Description

1 1965:01 1979:09 Pre-Volcker period.
2 1979:10 1989:12 Volcker disinflation and post-Volcker transition.
3 1990:01 2007:11 Great Moderation / pre-crisis period.

Notes: Break dates follow CMT (App. D), who fix the predetermined regimes to
two of the BPSS variance-regime break dates. End dates are inclusive. The last
regime ends in 2007:11 because the estimation sample ends in 2007:11.

TABLE 2. Sign and narrative restrictions for monetary policy shock

GDP Deflator Commodity Prices Non-borrowed Reserves Federal Funds Rate

Monetary policy shock — (6m) — (6m) — (6m) + (6m)

Narrative: the shock is positive and the dominant contributor to the federal funds rate increase in October
1979 (Volcker disinflation).

TABLE 3. Dates for variance regimes (1971:01-2015:12), 3-regime specifica-
tion

Regime Start End Description

1 1971:01 1989:12 Oil shocks, stagflation, and post-disinflation
transition.

2 1990:01 2007:12 Great Moderation.

3 2008:01 2015:12 Financial crisis and zero-lower-bound period.

Notes: Break dates follow CMT (App. D), who fix the predetermined regimes to

two of the BPSS variance-regime break dates. End dates are inclusive.
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TABLE 4. Sign and elasticity restrictions for the oil market SVAR

Oil supply Aggregate demand Oil-specific demand

shock shock shock
Ag; (0Oil production) - + +
y+ (Global activity) - + —
p: (Real oil price) + + +
Elasticity bound — Agi/pr < 0.0258 Agi/pr < 0.0258

Notes: The sign restrictions are imposed only on impact responses. The elas-
ticity bound limits the ratio of the impact response of o0il production growth to
the impact response of the real oil price for each demand shock.

TABLE 5. Sign and narrative restrictions for the fiscal SVAR

Panel (a): Sign restrictions

Net-tax Gov. spending
Net Taxes + (4q)
Gov. Spending + (4q)
GDP — (4q) + (4q)
T-bill
GDP Defl.
Panel (b): Narrative restrictions
Shock Quarter Episode Realized sign

1964Q2 Revenue Act of 1964 (Kennedy—Johnson tax cut) —

Net-tax . .
1993Q4 OBRA-93 (Clinton tax increase)

1951Q1 Korean War build-up
1965Q3  Vietnam War build-up
1980Q1 Carter—Reagan build-up
2001Q4  Post-9/11 build-up

Gov. spending

+ 4+ + + |+

Notes: Panel (a) reports the sign restrictions; each entry is imposed on impact
and over the following three quarters (4q), and a blank cell is left unrestricted.
The system contains five variables; the Treasury bill rate and the GDP deflator
are unrestricted for both fiscal shocks. Panel (b) reports the narrative restric-
tions. At each episode the realized fiscal shock carries the indicated sign and
is the dominant contributor to the historical decomposition of its own policy
variable. We identify both fiscal shocks simultaneously in the five-variable sys-

tem, so each carries its own sign and narrative restrictions.
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TABLE 6. Dates for variance regimes (1947Q1-2007Q4), 3-regime specifica-
tion

Regime Start End Description

1 1947Q1 1971Q1 Bretton Woods era, including the Korean War
mobilization.

2 1971Q2 1996Q4 End of Bretton Woods through the Great Infla-
tion and Volcker disinflation.

3 1997Q1 2007Q4 Late-1990s deficit reduction and pre-crisis pe-
riod.

Notes: Break dates follow CMT (App. D). End dates are inclusive. Both break
dates are distinct from the narrative episode quarters (1951Q1, 1964Q2, 1965Q3,
1980Q1, 1993Q4, and 2001Q4).

TABLE 7. Effect of posterior-draw repair across applications

Application Ny Hours/1,000 draws Discarded transitions Stale-Q events Posterior-draw repair (%) Rotation repair (%)

100 0.044 3 847 98.1 1.5
Monetary
0 0.046 396 875 0.0 54.7
oil 100 0.020 0 423 100.0 0.0
i
0 0.021 375 379 0.0 1.1
. 100 0.049 92 1,484 93.8 0.0
Fiscal
0 0.054 1,586 1,606 0.0 1.2

Notes: Each application uses 10,000 saved draws after burn-in. Timing is measured in hours per 1,000
effective impulse response draws, computed as in Table S7. A stale-Q) event occurs when an accepted
model-parameter draw leaves the current rotation () inadmissible. When Ny = 100, HARS first attempts
posterior-draw repair: holding @ fixed, it redraws (Ag, A) and completes the draw with a fresh A;. In
the oil application this repair reduces to the (Ag, A) redraw because the restrictions bind only on impact.
If posterior-draw repair fails, HARS falls back to global rotation repair, which draws up to Ng = 2,000
Haar rotations. The Ny = 0 rows disable posterior-draw repair, so each stale-Q) event goes directly to global
rotation repair. Posterior-draw repair and rotation repair report the shares of stale-Q) events resolved by the
two repair steps. Any remaining stale-@) events exhaust the repair budgets and are counted as discarded
transitions. A discarded transition stores no new draw and leaves the chain at its current admissible
state. The discard count measures how often the repair budgets bind; it does not change the target
posterior because ) does not enter the likelihood and does not reweight the posterior distribution of model

parameters.
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Homoskedastic model = Heteroskedastic model

GDP GDP deflator

- 0.0 =z-z-=

F1GURE 1. Impulse responses to a contractionary monetary policy shock: ho-
moskedastic specification (ADRR) versus heteroskedastic specification. Solid
lines are posterior medians; bands are 90% credible intervals. Vertical axes are

in percent, and horizontal axes are months after the shock.
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Oil production to oil supply shock Economic activity index to oil supply shock

Oil production to aggregate demand shock
0.50 - -~

. NEPEN 8- - -

35

Real oil price to oil supply shock

Real oil price to oil-specific demand shock
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F1GURE 2. Impulse responses to the three oil market shocks: homoskedastic
specification (KM) versus heteroskedastic specification. KM’s homoskedastic
specification is shown in blue and is estimated using the ADRR codebase; the
heteroskedastic specification is shown in red. Solid lines are posterior medians;
bands are 90% credible intervals. Vertical axes are in percent, and horizontal

axes are months after the shock.
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Homoskedastic model = Heteroskedastic model

Net taxes Gov spending
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F1GURE 3. Impulse responses to a net-tax shock: homoskedastic specification

versus heteroskedastic specification. Solid lines are posterior medians; bands
are 90% credible intervals. Vertical axes are in percent, and horizontal axes

are quarters after the shock.
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Homoskedastic model = Heteroskedastic model
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FI1GURE 4. Impulse responses to a government spending shock: homoskedas-
tic specification versus heteroskedastic specification. Solid lines are posterior
medians; bands are 90% credible intervals. Vertical axes are in percent, and

horizontal axes are quarters after the shock.



SHARPENING ECONOMIC INTERPRETATION WITH HARS 38

= HARS = CMT

Economic activity index to an oil-specific demand shock

GDP deflator to a contractionary monetary policy shock

)
'

FIGURE 5. Impulse responses to a contractionary monetary policy shock (left
panel) and a positive oil-specific demand shock (right panel): HARS (red)
versus CMT’s Algorithm 2 (green). Vertical axes are in percent, and horizontal

axes are months after the shock.
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In this appendix, sections, tables, figures, and equations are labeled with the prefix “S”
to denote supplemental material.

APPENDIX S1. PROOFS

This section provides the formal proofs of the lemma, all propositions, and the theorem
in this paper.

S1.1. Proof of Lemma 1. The vector n has mean zero and covariance matrix A;. Since
7 = 1n'Q, the corresponding column vector is

~ __ /
n=Qn.
Hence 1 has mean zero and covariance matrix

Var (i) = @ Var(n)Q = Q"AQ.

Because the maintained shock distribution is Gaussian conditional on the regime, zero co-
variance between two components is equivalent to independence of those components. It
follows that the components of 77 are mutually independent if and only if Q'A,Q is diagonal.
This proves the first claim.

It remains to characterize when QQ'A,Q is diagonal. Suppose first that the diagonal entries
of A, are distinct. Let

D = Q'ALQ.

If D is diagonal, then multiplying by ) on the left gives

AQ = QD.
Let g; denote the jth column of (), and let d; denote the jth diagonal entry of D. The jth

column of the last display gives

Arg; = d;q;.
Thus every column of ) must be an eigenvector of A;. Since Ay is diagonal with distinct
diagonal entries, each eigenspace is one-dimensional and is spanned by one coordinate vector.

Therefore each column of () must be a coordinate vector up to sign:

4 = Eex())

for some map 7 from {1,...,n} into itself. Orthogonality of @) rules out repeated coordinate
vectors, so m is a permutation and ) is a signed permutation matrix.

Conversely, if @ is a signed permutation matrix, then QQ'A,Q only permutes the diago-
nal entries of Ay. The result is still diagonal, so the independent-shock representation is
preserved. This proves the second claim in the distinct-eigenvalue case.

If Ay has repeated diagonal entries, the same eigenvector argument applies after grouping
equal entries. On any block with a common diagonal value, Ay, is proportional to the identity,
so an orthogonal rotation within that block leaves the block diagonal. An orthogonal rotation
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that mixes two blocks with different diagonal values cannot preserve diagonality, because it
would mix eigenspaces associated with different eigenvalues. Hence the admissible rotations
are block-orthogonal rotations within equal-variance blocks, combined with permutations of
blocks that have the same variance. In particular, when the regime-specific shock variances
are unequal across shocks, a generic orthogonal rotation does not preserve the independent-
shock representation.

O

S1.2. Proof of Proposition 1. Conditional on the regime path, the heteroskedastic likeli-
hood is determined by two reduced-form objects: the coefficient matrix

B - A+A61
and the regime-k residual covariance matrix
Y = (A1) AR Ayt

Thus it is enough to show that the absorbed rotation leaves these objects unchanged.

The reduced-form coefficient matrix is unchanged because
(ALZe@Q)(A0ZkQ) ' = AL EWQQ'E A = AL A = B.

The reduced-form residual is unchanged as well. Under the absorbed representation, the

unit-variance shock satisfies FE(ese} | sy = k) = I,,, and the reduced-form residual is
up = e} At
After the absorbed rotation, the shock is ;@) and the coefficient block is Ap=; Q. Since
(AZxQ) ' = Q'E ' ALY,
the rotated residual is
e Q(AERQ) ! = ,QQ' = TAY = 5 AL = ).

Therefore the covariance matrix is also unchanged:

Var(u; | s¢ = k) = (Ay)) = ' L2 Ay !

= (A7) AT =2y,
~1/2

because =, = A, /°. The determinant term and the quadratic term in the Gaussian likeli-
hood are therefore identical before and after the absorbed rotation. Hence

p(Y [6,Q) =p(Y | )
for every Q € O(n).

The same conclusion can be seen from the covariance-rotation representation. If one

transforms

(Ao, A, Ay) = (AQ, Q'AQ, ALQ),
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then
(A1Q)(AQ) ™ = AL A
and
((A0Q) ™) (QM@Q)(A4Q) ™" = (451 Q(Q'MQ)Q 47"
= (Ag ) ArAg .
The absorbed form is the same likelihood-preserving operation written so that the shocks

first have unit variance and are then rotated. This proves the proposition.

O

S1.3. Proof of Proposition 2. The conventional rotation leaves the reduced-form coeffi-
cient matrix unchanged:

(A,Q)(AQ)™ = A, 47" = B,
Thus any change in the likelihood must come from the regime covariance matrices. The

original covariance matrix in regime k is
Ye = (A A4yt
k 0 ksio -

After rotating only the coefficient matrices and holding Aj fixed, the covariance matrix
becomes

Si(Q) = (451 QA AT
The determinant of this covariance matrix is the same as the determinant of Y, because
@ is orthogonal. The determinant term alone therefore does not reveal the problem. The

quadratic term does. The inverse covariance matrices are
Te(Q)7h = AgQA Q' AN, Xt = AgA LAY,

For the two likelihoods to agree for all possible reduced-form residuals in regime k, these
inverse covariance matrices must be equal. Since Ay is nonsingular, this equality is equivalent
to
QAL'Q = A,
or, equivalently,
QAQ" = Ay

If this condition fails for any regime, the quadratic form in the likelihood changes for residuals
in that regime, so the likelihood depends on Q).

When Aj; has unequal diagonal entries, a generic orthogonal matrix does not commute
with A,. The equality QA,Q" = Ay then holds only for rotations that preserve the equal-
variance eigenspaces of Ay. Hence likelihood invariance fails generically whenever some

regime covariance has unequal diagonal entries. This proves the proposition.
O
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S1.4. Proof of Proposition 3. By Proposition 1, the absorbed rotation reproduces the
same reduced-form coefficient matrix and the same regime covariance matrix for every Q).
Hence the likelihood satisfies

p(Y [60,Q) =p(Y [0).

Before imposing the restrictions, the relevant product measure for (6, Q) is therefore

p(0 | Y)d u(d@),

where p is Haar measure on O(n). The data update 6 through the heteroskedastic likelihood,
while () enters only through the restriction check.
Now impose sign and narrative restrictions. For a fixed 6, the admissible set is

R(0) = {Q € O(n) : SR(6,Q) > 0}.

Multiplying the product measure by 1{@ € R(f)} and normalizing conditionally on 6 gives

u(dQ | Q e r(o)) = 19 Eu gg(eg)})uu@)’

whenever p(R(6)) > 0. Thus the conditional distribution of @) is Haar measure restricted to

the admissible set, while the posterior density of 6 remains p(f | V).

It follows that the following two-step procedure samples from the target in Definition 1:
first draw 6 ~ p(6 | Y); then, given this retained 0, draw @) from Haar measure restricted
to R(A). Rejection sampling over () implements exactly this second step: proposals outside
R(0) are discarded, but the retained value of 6 is not. Hence the accept-reject step over

rotations does not reweight posterior draws of . This proves the proposition.

O

S1.5. Proof of Proposition 4. Let X be an nxn matrix with independent standard-normal
entries, and let Q = (X)) be the orthogonal factor obtained from the QR construction with
the positive-diagonal convention. The set of rank-deficient X has Gaussian probability zero,
so the map is well defined almost surely. The standard Gaussian distribution is invariant
under orthogonal transformations, and the QR normalization removes the sign ambiguity.
Therefore (X ) is Haar distributed on O(n). In particular, for every measurable C' C O(n),

Pr{~(X) € C} = u(C).
The sign-restricted density of X is the standard Gaussian density multiplied by the in-
dicator 1{SR(#,v(X)) > 0}. The image of this density under ~ is therefore obtained by

conditioning the induced Haar draw on the event Q € R(6). Hence, for every measurable

C C O(n),

~ uw(CNR(0))
Pr{n(X) € C1SRO.7(X)) > 0} = = pa=

This is exactly Haar measure restricted to R(6), which is the conditional target for @ in
Definition 1. This proves the image claim.
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Next fix the columns z_;. As a function of z;, the joint density of X factors into a standard
normal density in z;, a term depending only on z_;, and the admissibility indicator. The
full conditional density is therefore

plaj | 2-;,0,SR) o< H{SR(0, (X)) > 0} exp(—3llzy[*) ,

which is a Gaussian density times an indicator.

Elliptical slice sampling is exact for a Gaussian density multiplied by a nonnegative like-
lihood factor (Murray et al., 2010); here the likelihood factor is the admissibility indicator.
Draw an auxiliary vector 7; ~ .47(0,I,,) and consider the ellipse

z; (V) = z; cos ¥ + 7;sin 0, v € [0,27].

The joint standard-normal density of (z;, 7;) is invariant under this two-dimensional rotation.
Therefore moving along the ellipse preserves the Gaussian part of the full conditional exactly.
The slice step retains only angles for which

SR(0,7(X(9))) > 0.

Since the current point is admissible, the admissible angular set is nonempty. The bracket-
shrinking rule samples from this set in a way that satisfies detailed balance for the full
conditional. Thus the column update leaves p(z; | x_;, 6, SR) invariant.

A systematic scan over the columns composes invariant full-conditional updates, so it
leaves mx (- | 0, SR) invariant. Mapping the resulting X through v gives a draw of () whose
invariant distribution is Haar measure restricted to R(#). This proves the proposition.

O

S1.6. Proof of Theorem 1. Throughout, all integrands are nonnegative, so the order of
integration may be exchanged freely and every posterior density below is well defined. We
argue in four steps.

Step 1: the target and its zp-marginal. The unrestricted completed draw has density

po(Zo | 80)p+(z+ \ 20, 50),

the first block times the companion conditional. Imposing sign admissibility multiplies this
density by the indicator 1{SR(z, z4, Q) > 0} and renormalizes. This gives the stated target
758 (20, 21 | S0, Q). To obtain its zp-marginal, integrate the target over z,:

w7 | 50:Q) (e | 50) [ e | 050) 1SRG, 21, Q) > 0} .

The inner integral is exactly wo(zo; S0, @), the probability that a companion draw from

p+(+ | 20, So) lands in the admissible region for the given zg and (). Hence

7TE?R(Zo | SO,Q) OCPO(ZO | 80)w0(20;807Q)7
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which is the marginal claim. The weight wy is the entire difference between the unrestricted
marginal py and the sign-restricted marginal. A first block zy whose admissible completions
are rare carries a small wg and must therefore receive proportionally less mass under the
target.

Step 2: what the conditional procedure samples. Fix a value zy with wy(20; S0, @) > 0; other-
wise the conditional search for an admissible companion never terminates. Draw companion
candidates u ~ p, (- | 20, So) and accept the first one that satisfies SR(zp,u, @) > 0. Each
candidate is drawn from the same density and is retained exactly on the admissible event.
By the standard accept—reject argument, the accepted companion has density
P+ (24 | 20, 50) H{SR(20, 24, Q) > 0}

wo (205 80, Q) ‘

This is a correct conditional density: it is nonnegative and, by the definition of wy, integrates

piR<z+ ‘ Z07307Q) =

to one over z,. Its normalizing constant is wy(zo; So, Q).
Now compose the full conditional procedure. Draw zy ~ po(- | so), then draw z, by the
accept-reject step just described. The retained pair has joint density

P+ (24 | 20, 50) H{SR(20, 24, Q) > 0}
wo (205 80, Q) .

Integrate out 2. Because pSf(- | zg, o, Q) integrates to one for every fixed 2o,

/po(Zo | <‘30)10JSFR(ZJr \ 20780769) dzy :p0<20 | So)-

The zp-marginal is therefore po(zo | so), not po(zo | so) wo(zo; S0, @). The mechanism of the

290(20 | So)piR(Z+ | Zoyson) :p0<ZO \ 50)

error is explicit: wy(20; So, @) is both the normalizing constant that makes the companion
conditional integrate to one and the factor that the target places on zy3. Dividing by it to form
the conditional density removes it from the marginal. The conditional procedure therefore
samples the companion block correctly, given zy, but strips the first block of exactly the
admissibility weight the target requires. This proves (i).

Step 3: what the completed-draw procedure samples. Draw a completed candidate (2, z4)
with zy from the first-block sampler with density po(- | so) and z ~ p4(- | 20, S0), and retain
it only when SR(zp,z.,@Q) > 0. The candidate density is po(zo | So) p+(2z+ | 20, 50), and
retention occurs with probability 1{SR(zo, z+, Q) > 0}. The overall retention probability is

a= //po(zo | s0) P+ (24 | 20, 50) H{SR(20, 2+,Q) > 0} dzy dz

= /po(zo ’ 50)W0(20;50>Q> dz.

This probability is positive whenever the admissible region has positive probability under the
candidate distribution; this is the maintained condition under which the repair is invoked.
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By the accept-reject argument, the retained pair has joint density

Po(o | $0) P+ (24 | 20, 50) 1{SR(20, 24, Q) > O} _

SR
. (

™ 20, 24 | 807@)7

the target itself. Its zp-marginal follows by integrating out z,:

1 1
apo(zo | 50)/P+(Z+ | 20, 50) 1{SR(20,2+,Q) > 0} dzy = EPO(ZO | 50) wo(20; 50, Q)

This marginal is proportional to po(zo | so) wo(20; S0, @), the correct sign-restricted marginal
from Step 1. This proves (ii). Here the admissibility weight is retained rather than divided
out, because the candidate zo must itself survive the sign check together with its companion.

Step 4: when the two procedures agree. Compare the two retained zg-marginals. The condi-

tional procedure yields po(zo | $o). The completed-draw procedure yields
po(2o0 | $0) wo(20; 50, Q)/x.
These two densities are equal for pp-almost every zq if and only if
wo(20; S0, Q) = a  for pp-almost every zp,

that is, if and only if wg(zo; So, @) is constant in zy on the support of py. Generically it is not:
the probability that a companion draw is admissible varies with the first block, so wy varies
with zg. Outside that knife-edge case, the conditional procedure misrepresents the marginal
density of zy, and only the completed-draw repair reproduces the target. This completes the

proof.
OJ

S1.7. Proof of Proposition 5. For (i), let
J = min{m : SR(,Q™) > 0}

be the first admissible proposal. The proposals are independent Haar draws. For any mea-
surable C' C O(n),

Pr{QY) € C} = i Pr{QW,...,Q™ Y ¢ R#), Q"™ € CNR(H)}
m=1

= > {1 (RO (C N R))

_ WCnR®)
p(R(0)
where the last equality uses p(R(0)) > 0. Hence the retained rotation has density 1{Q €
R(0)}/u(R(0)) against Haar measure, which is the conditional distribution in Definition 1.
For (ii), Proposition 1 gives
p(Y 0,Q) = p(¥ | 0
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for every (). Therefore replacing an inadmissible rotation by an admissible one changes the
impulse responses computed from (0, Q), but not the likelihood contribution of # and not
the posterior target of #. The rotation is drawn after 6 is retained and does not enter the
heteroskedastic likelihood.

For (iii), the relevant admissibility probabilities are conditional on the state and on the
repair mechanism. For a companion-block repair with zy fixed, the per-event admissibility
probability is

s (201 50, Q) = / P (s | 70, 50) 1{SR(20, 24, Q) > 0} dz...

For a completed-draw repair, the corresponding probability is

(50, Q) = / Polz0 | 50) wolz0: 50, Q) dzo.

These probabilities are not likelihood terms. They are probabilities of finding an admissible
proposal under the proposal mechanism being used. They change with the conditioning
state, the carried-over rotation, and the block being repaired. A realized aggregate rejection
rate averages over different states and possibly different repair mechanisms, so it is not a
state-specific normalizing constant and cannot be inserted into the posterior density. It is a

diagnostic of computational efficiency, not a density adjustment. This proves the proposition.

O

APPENDIX S2. DATA

Most data series are from Federal Reserve Economic Data (FRED), the database of the
Federal Reserve Bank of St. Louis. We report FRED series IDs whenever available.

Monetary application.
e Real output: GDPC1. The series is interpolated from quarterly to monthly frequency.
e GDP deflator: GDPDEF. The series is interpolated from quarterly to monthly frequency.
e Commodity price index: PSCCOM (Haver Analytics; not available on FRED).
e Total reserves: TRARR.
e Non-borrowed reserves: BOGNONBR.
e Federal funds rate: FEDFUNDS.

Oil market application.

e Oil production: world crude oil production, U.S. Energy Information Administration
(EIA) Monthly Energy Review; not available on FRED.

e Real global activity: Kilian’s index of global real economic activity; FRED carries the
corrected index as IGREA.

e Real oil price: U.S. refiners’ acquisition cost of imported crude oil, from the EIA; not
available on FRED. The series is deflated by the CPI, CPTAUCSL.
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Fiscal application.

e Net taxes: total government current receipts, GRECPT, less government current transfer
payments, AO84RC1Q027SBEA, and government interest payments, A180RC1Q027SBEA.

e Government spending: GCE.

e GDP: GDP.

e Treasury bill rate: TB3MS, averaged from monthly to quarterly frequency.

e GDP deflator: GDPDEF.

e Population: National Income and Product Accounts (NIPA) midperiod population,
B230RCOQ173SBEA.

APPENDIX S3. COMPUTATIONAL DETAILS

This appendix provides supporting material for Section VII. We now report the hardware
and software environment used for the timing results: all computations use MATLAB R2025a
on a desktop workstation with an Intel Core 19-14900F CPU (24 cores; base frequency
2.0GHz). The global rotation repair step uses the MATLAB Parallel Computing Toolbox
with 8 parallel workers. The remainder of the appendix reports the full HARS-CMT impulse-
response comparisons and the per-application timing and repair tables.

S3.1. CMT comparison and supplementary impulse responses. We hold the model,
data, variance regimes, and identifying restrictions fixed. Only the sampler changes. The
HARS panels use 10,000 saved draws. The CMT panels use fewer saved draws because its
accept-reject step is costly: 500 in the monetary application and 1,000 in the oil application.

Monetary policy application. Figure S1 compares HARS with CMT’s Algorithm 2
for the contractionary monetary policy shock. The two samplers agree on the sign and
timing of the output contraction. They differ more clearly on the GDP deflator and total
reserves. Under CMT, the deflator decline is weak once the imposed sign horizon ends, and
the response of total reserves is not tightly negative. HARS instead delivers a persistent
deflator decline and a reserve contraction over roughly the first year. These differences are

the main reason the selected comparison appears in Figure 5 of the main text.

Oil market application. Figure S2 compares the two samplers for the three oil market
shocks. The main difference is the response of real economic activity to an oil-specific
demand shock. HARS recovers a short-horizon contraction. Under CMT, the 90% band
includes zero over the horizon and leans positive after the first month. This is the second

selected comparison summarized in Figure 5 of the main text.

Fiscal shock application. We do not report a fiscal CMT impulse-response comparison.
The fiscal application identifies the net-tax and government-spending shocks simultaneously

and imposes the narrative restrictions on both shocks. Under this simultaneous identification,
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CMT’s Algorithm 2 finds only one admissible draw among 200,000 candidates. This is too
small to produce a usable posterior distribution.

S3.2. Timing and repair details. Tables S1, S3, and S5 compare the computing time
between HARS and CMT’s Algorithm 2 to obtain 1,000 effective impulse response draws in
the monetary, oil market, and fiscal applications. We compute effective sample size with the
multivariate estimator of Vats et al. (2019) over the impulse responses at horizons 1-12 in
every application, and all runs use the same hardware. Tables S2, S4, and S6 compare HARS
with posterior-draw repair enabled (Ny = 100) and disabled (Ny = 0) in each application,
holding the model, data, restrictions, variance regimes, and remaining sampler settings fixed.

Monetary policy application. Table S1 shows that HARS obtains 1,000 effective impulse
response draws about 730 times faster than CMT (see also Table S7). Table S2 reports the
effect of posterior-draw repair. With the repair enabled, posterior-draw repair resolves 98.1%
of stale-Q events. With the repair disabled, global rotation repair resolves 54.7% of stale-Q
events, and discarded transitions rise from 3 to 396.

Oil market application. Table S3 shows that HARS obtains 1,000 effective impulse
response draws about 55 times faster than CMT. Table S4 reports the effect of posterior-
draw repair. With the repair enabled, posterior-draw repair resolves all stale-() events. With
the repair disabled, global rotation repair resolves only 1.1% of stale-(Q events, and discarded

transitions rise from 0 to 375.

Fiscal shock application. Table S5 reports the fiscal comparison. CMT’s Algorithm 2
finds only one admissible draw among 200,000 candidates, so no timing is reported; HARS
obtains 1,000 effective draws in 0.049 hours. Table S6 reports the effect of posterior-draw
repair. With the repair enabled, posterior-draw repair resolves 93.8% of stale-@) events. With
the repair disabled, global rotation repair resolves only 1.2% of stale-() events, and discarded

transitions rise from 92 to 1,586.
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TABLE S1. Sampling efficiency, monetary application

Sampler Time per 1,000 effective IRF draws (hours)
CMT, heteroskedasticity 32.2
HARS, heteroskedasticity 0.044

Notes: Effective sample size is computed over the impulse responses of the six
variables at horizons 1-12 to the monetary policy shock. Saved draws after burn-
in: 10,000 for HARS and 500 for CMT. The CMT entry is extrapolated from
the shorter run and should be read as an order-of-magnitude timing comparison.

HARS restores admissibility by posterior-draw repair, with global rotation repair
as a fallback.

TABLE S2. Posterior-draw repair, monetary application

Sampler Ny Hrs/1,000 Discarded Stale-Q by posterior-draw (%) by rotation (%)

HARS 100 0.044 3 847 98.1 1.5
HARS 0 0.046 396 875 0.0 54.7

Notes: 10,000 saved draws after 1,000 burn-in iterations. Timing is computed as
in Table S1. The Ny = 100 row uses posterior-draw repair: a redraw of (Ag, A)
completed with a fresh Ay. The Ny = 0 row disables posterior-draw repair, so each
stale-QQ event goes directly to global rotation repair. A discarded transition is an
iteration in which no repair restores an admissible rotation within budget; the chain
stores no new draw and holds at its current admissible state.

TABLE S3. Sampling efficiency, oil market application

Sampler Time per 1,000 effective IRF draws (hours)
CMT, heteroskedasticity 1.095
HARS, heteroskedasticity 0.020

Notes: Effective sample size is computed over the impulse responses of the three
variables at horizons 1-12 to all three identified shocks. Saved draws after burn-
in: 10,000 for HARS and 1,000 for CMT. The CMT entry is measured over a full
1,000-draw run. HARS restores admissibility by posterior-draw repair, which here
reduces to redrawing the (Ap, A) block because the oil restrictions bind only on
impact.
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TABLE S4. Posterior-draw repair, oil market application

Sampler Ny Hrs/1,000 Discarded Stale-Q by posterior-draw (%) by rotation (%)

HARS 100 0.020 0 423 100.0 0.0
HARS 0 0.021 375 379 0.0 1.1

Notes: 10,000 saved draws after 1,000 burn-in iterations. Timing is computed as in
Table S3. Because the oil restrictions bind only on impact, a fresh A4 never leaves
the rotation stale, so the lag block plays no role in admissibility. The Ny = 0 row
disables posterior-draw repair; the remaining stale-Q) events exhaust the Ng = 2,000
Haar budget and become discarded transitions.

TABLE S5. Sampling efficiency, fiscal application

Sampler Time per 1,000 effective IRF draws (hours)
CMT, heteroskedasticity fails
HARS, heteroskedasticity 0.049

Notes: Effective sample size is computed over the impulse responses of the five
variables at horizons 1-12 to the two fiscal shocks identified simultaneously. Saved
draws after burn-in: 10,000 for HARS. The run uses the 3-regime heteroskedastic
specification. CMT’s Algorithm 2, under the same sign, narrative, and 3-regime
restrictions as HARS, with both fiscal shocks identified simultaneously, finds only
one admissible draw among 200,000 candidates (an acceptance rate of 0.0005%), so

no timing is reported.

TABLE S6. Posterior-draw repair, fiscal application

Sampler Ny Hrs/1,000 Discarded Stale-QQ by posterior-draw (%) by rotation (%)

HARS 100 0.049 92 1,484 93.8 0.0
HARS 0 0.054 1,586 1,606 0.0 1.2

Notes: 10,000 saved draws after burn-in. Timing is computed as in Table S5. The
Ny = 100 row uses posterior-draw repair: a redraw of (Ag, A) completed with a fresh
A,. The Ny = 0 row disables posterior-draw repair, so each stale-Q) event goes
directly to global rotation repair. Any unresolved event exhausts the Ng = 2,000
Haar budget and becomes a discarded transition. A discarded transition stores no
new draw and holds the chain at its current admissible state.
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TABLE S7. Computing time: CMT vs. HARS

Application CMT HARS Speed-up
(hours) (hours) (HARS)
Monetary 32.2 0.044 ~ 730x
Oil 1.095 0.020 ~ HHx
Fiscal fails 0.049 —

Notes: Hours per 1,000 effective IRF draws, computed as in
Tables S1, S3, and S5; all runs use the same hardware (see Ap-
pendix S3). The monetary CMT figure is extrapolated from a
short 500-draw run, so its speed-up indicates the order of mag-
nitude rather than a precise multiple. In the fiscal application
we run the CMT sampler under the same sign, narrative, and
3-regime restrictions as HARS, with both fiscal shocks identified
simultaneously; fails marks the run finding only one admissible
draw among 200,000 candidates.

= HARS — CMT

GDP GDP deflator

FicUurRE S1. Impulse responses to a contractionary monetary policy shock:
HARS versus CMT’s Algorithm 2, both under the 3-regime specification. Solid
lines are posterior medians and bands are 90% credible intervals.
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= HARS === CMT

Oil production to oil supply shock Economic activity index to oil supply shock Real oil price to oil supply shock

FiGure S2. Impulse responses to the three identified oil market shocks:
HARS versus CMT’s Algorithm 2, both under the 3-regime specification. Solid
lines are posterior medians and bands are 90% credible intervals.
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