
Motivation + difficulties: L7 slides 3-6
Calibration example and its limits: L7 slides around 8-17
Likelihood + Kalman filter intuition: L7 slides around 19-26
Why Bayes (computational + economic): L7 slides around 28-31
Posterior, marginal likelihood, MH: L7 slides around 33-55
Smets-Wouters as an application and "what changes in bigger models": L7 slides around 58-66

All variables are written in stationary (detrended) units, which is essential for estimation.

These equations describe the full equilibrium of a neoclassical growth model written in stationary units.
We detrend the model so the data and the theory live in the same stationary world.

Let

where  is the deterministic technology trend.

Interpretation

: hours worked (or employment share)
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0. Big-picture framing (say this first)
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1. Intratemporal optimality (labor–leisure condition)
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: leisure
: disutility-of-labor parameter

: real wage measured in units of consumption

How to explain it

At the optimum, the marginal disutility of giving up leisure equals the marginal utility value of the real
wage. If the real wage rises relative to consumption, you are willing to work more.

Interpretation

This is the intertemporal consumption–saving condition.
The stochastic discount factor is .
The factor  appears because everything is written in stationary units.

How to explain it

You are indifferent between consuming one unit today and saving it to consume tomorrow, once you
discount the future and adjust for trend growth.

Interpretation

Capital yields rental income .
Undepreciated capital  carries over.
Growth adjustment again appears through .

How to explain it

You invest in capital until the expected discounted payoff—rental income plus remaining capital—equals
the cost today.
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2. Euler equation for the risk-free asset (bond)
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3. Euler equation for capital
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Interpretation

Past capital is depreciated and rescaled into today’s stationary units.
New investment adds one-for-one.

How to explain it

Today’s stationary capital comes from yesterday’s capital, adjusted for depreciation and growth, plus new
investment.

Interpretation

Cobb–Douglas technology
: stationary productivity shock

Capital is dated , which explains the  term

How to explain it

Output is produced using last period’s capital and current labor, scaled by a stationary productivity shock.

Interpretation

Competitive labor market
Wage equals marginal product of labor

How to explain it

4. Capital accumulation (stationary form)
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5. Production function (stationary)
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6. Real wage (marginal product of labor)
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Firms hire labor until the real wage equals the marginal product of labor.

Interpretation

This is the marginal product of capital
The factor  converts detrended units correctly

How to explain it

The return on capital equals its marginal product, adjusted for how capital is detrended in the model.

Interpretation

Closed economy
No waste: all output is used

How to explain it

Every unit of output is either consumed or invested.

Interpretation

Persistent productivity shock
: persistence
: innovation

How to explain it

7. Rental rate of capital (marginal product of capital)
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8. Resource constraint (goods market clearing)
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9. Stationary technology shock

ln = ln +zy
t ρa zy

t−1 oz
t

ρa
oz

t



Productivity shocks today partly carry over into the future.

Interpretation

Technology grows deterministically at rate .
This is why we detrend all real variables.

How to explain it

The economy grows over time, but we divide out that growth so the remaining system is stationary and
suitable for estimation.

These equations describe households choosing consumption, labor, and saving; firms producing with capital
and labor; markets clearing; and productivity evolving with both a deterministic trend and stochastic shocks.
Writing everything in stationary units is what makes likelihood-based estimation possible later in L7 and W7.

The statement

“This parameter value guarantees that ”

is problematic in standard DSGE steady-state analysis, and what the statement should say instead.

The blue box on the slide contains steady-state relationships such as:

These conditions come from:

10. Deterministic trend growth

= γAt
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γ

11. Summary
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N = N̄

1. What the slide actually shows

= − (1 − δ), = , = 1.rk γ
β

R̄
γ
β

zy



the Euler equation links returns to discounting and growth, together with the production function gives
economic meaning to  as MPK.
the definition of the gross risk-free return,
a normalization of technology in steady state.

They pin down prices and growth-adjusted returns.

In a standard DSGE model:

 (hours worked or employment) is an endogenous variable.
It is determined jointly by:

the intratemporal labor–leisure condition,
the production function,
the wage-setting or marginal productivity condition.

No single equation in the blue box mechanically determines .

There are two two steps.

Often, modelers choose the labor preference parameter (e.g. the disutility-of-labor coefficient) so that steady-
state hours match a target value .

In that case,

The labor disutility parameter is calibrated so that steady-state hours satisfy .

This is a calibration choice, not an implication from any equation.

 is fixed by convention (e.g. ), and preferences are chosen to be consistent with that normalization.

rk

2.  is endogenousN

N

N

3. How to determine N̄

Step 1: Calibration of labor disutility (most common)

N̄

N = N̄

Step 2: Normalization of steady-state hours

N̄ = 1/3N̄

L7:S26–27



Kalman Filter for DSGE Estimation: These notes are designed to replace the confusing intuition on slide 26 and
create a clean bridge into slide 27 and the Bayesian section.

The key idea is to explain the Kalman filter as

prediction → errors → update → likelihood.

At each date  you observe a vector of macro time series (the data):

So:  is the observed data vector at time .

The model has latent economic states:

So:  is the unobserved state vector that the DSGE implies.

After solving (often linearizing) the DSGE, you can write it in state-space form.

0. What are the objects?
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1. How the DSGE becomes a likelihood problem: state-
space form



Interpretation

The DSGE tells you how  evolves.
The measurement equation tells you how the data  relate to states (and possibly measurement error).

Each period  repeats the same logic:

Given information up to , you form a model-based forecast:

predicted state: 
predicted data: 

The key to remember:

Use the model to predict today’s state and today’s observables before looking at the data.

When you observe , the key object is the forecast error:

This is called the innovation.

The key to remember:

The innovation is what the data tell you that the model did not already predict.

State transition (model dynamics)

= A(θ) + B(θ) , ∼  (0, Q)xt xt−1 εt εt

Measurement equation (link model to data)

= H(θ) + , ∼  (0, R)yt xt vt vt

xt
yt

2. The Kalman filter in one clean loop
t

Step 1. Prediction (before seeing )yt

t − 1

xt|t−1
≡ [ ] = Hy ̂t|t−1 𝔼t−1 yt xt|t−1

Step 2. Innovation (the only new information at time )t

yt

≡ −ut yt y ̂t|t−1

Step 3. Update (optimal weighting of model vs data)



You revise your state estimate using the innovation:

where  is the Kalman gain, which is computed recursively from

the model’s dynamics ,
the covariance matrix of  (the one-step-ahead forecast errors for observables),
and the covariance matrix of  (the one-step-ahead prediction errors for latent state variables).
These covariance matrices also depend on  (the model parameters).

The key to remember:

The Kalman gain  determines how strongly the latent state  is updated in response to the
forecast error .

 is determined before observing .
The larger the forecast error, the larger the update.

A valid question. -  is not observed. - So how can  be an “error” in any operational sense?

The realization of  is unobserved, but its distribution is known give the model
parameters.

In particular:

You never observe .
You never condition on its realized value.
The realized object in the Kalman filter is the innovation .
The Kalman gain, by contrast, is computed from covariance matrices and never depends on the realized
latent state error .
What the Kalman filter tracks is its covariance, not the realization.

The filter maintains two objects before seeing :

1. A predicted state mean

= +xt|t xt|t−1 Kt ut

Kt

A(θ)
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3.1. Paradox

xt −xt xt|t−1

3.2. The key resolution

−xt xt|t−1

−xt xt|t−1

≡ −ut yt y ̂t|t−1

−xt xt|t−1

3.3. What els does the Kalman filter actually keep track of?

yt



2. A predicted state error covariance

Both objects are computed recursively from the model dynamics and parameters.

Intuition:

“Before seeing today’s data, the model tells you not only your best guess of the state, but also how wrong
that guess is likely to be.”

That “how wrong you might be” is exactly what  captures.

So the state prediction error is:

hidden (you never see it),
but quantified (its variance is known given ).

For observables, you have:

which is observed at time .

So there is a clean division:

Object Observed? Used how?

Yes Realized data surprise

No Only its covariance matters

The Kalman gain determines how strongly the realized data surprise updates the latent state, based on the
covariance matrix of the latent state prediction errors.

The Kalman filter works because:

xt|t−1

≡ Var( − )Pt|t−1 xt xt|t−1

3.4. Intuition in plain English

Pt|t−1

θ

3.5. Contrast with observable forecast errors

− ,yt y ̂t|t−1

t

−yt y ̂t‖t−1

−xt xt‖t−1

3.6. High-level concept



The DSGE model plus shocks implies a full probability law for the latent state vector .
Conditional on past data, that law is Gaussian.
The Kalman filter gives the exact conditional variance of the state prediction error, implied by the
model’s stochastic structure and parameters.
It uses the realized data surprise , together with its model-implied covariance matrix , to update
the conditional mean of the state $x_t.

In likelihood evaluation:

You never condition on the unobserved state error.
You integrate it out.
The likelihood depends on the distribution of observable forecast errors.
That distribution, in turn, depends on the state prediction error covariance.

This is why we need the Kalman filter to compute the likelihood through the model, even though states are
never observed.

State prediction errors are hidden objects, but their variances are real, model-implied, and central
to how the Kalman filter updates beliefs and computes the likelihood.

Under the model, the observable innovation is Gaussian:

where  is the covariance matrix of the one-step-ahead forecast errors for observables, computed by the
Kalman filter.

Up to an additive constant (that does not depend on ), the period-  log likelihood is

and the log likelihood is the sum over :

xt

ut Var( )ut

3.7. Why the Kalman filter is needed for likelihood-based estimation

3.8. Final takeaway to remember

Step 4. Likelihood (how we run the Kalman filter in estimation)

≡ − ∼  (0, ),ut yt y ̂t|t−1 Dt

Dt

θ t

log p( | , θ) = − [log | (θ)| + (θ (θ (θ)] + const,yt y1:t−1
1
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log L( ∣ θ) = log p( ∣ θ).y1:T ∑
t=1

T
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The key to remember:

The Kalman filter produces the likelihood because the likelihood is built from the sequence of observable
forecast errors and their covariance matrices. These covariance matrices are computed using the model’s
dynamics and the covariance matrices of latent state prediction errors.

Define  as the data you observe, and  as the model’s hidden state.
Each period the model predicts , you observe the data, and the difference is the innovation , which is
observable.

 is the covariance matrix of observable forecast errors.
Update the estimate of the latent state uncertainty, which enters only indirectly through how  is
computed in the Kalman filter.
The likelihood is built entirely from .

Once you can compute the likelihood  (using the Kalman filter), the Bayesian step is immediate:

Two essential points:

1. Bayesian estimation does not avoid the likelihood; it uses the same likelihood, then multiplies by the
prior.

2. The advantage is not that it is easier; the advantage is that the prior regularizes weak identification
and disciplines coherent uncertainty.

This note provides a fully corrected version of the original slide.

a. It incorporates prior information in a disciplined way, which regularizes weak identification and keeps
estimates in economically plausible regions.

Final takeaway to remember

yt xt
yt ut

Dt
Dt

( , )ut Dt

4. The bridge into Bayesian estimation (Slide 27)
L( ∣ θ)y1:T

p(θ ∣ ) ∝ L( ∣ θ) p(θ)y1:T y1:T

L7:S32

Q: Which of the following are key advantages of Bayesian
estimation of DSGE models? (Select all that apply.)



b. It delivers a full posterior distribution for parameters (and latent states), enabling credible intervals and
probability statements—not just a point estimate.

c. It supports model comparison via the marginal likelihood / Bayes factors, which automatically trades off fit
and complexity.

d. It is typically computationally faster and easier than ML.

Correct: a, b, c, d

For d, Bayesian methods are not faster in general, but they often avoid the global-optimization problem that
makes ML extremely costly in multi-modal DSGE likelihoods.

Bayesian estimation is not easier computationally. It uses the same likelihood as ML; the advantage is that
priors stabilize estimation when the likelihood is flat or parameters are weakly identified, and it gives coherent
uncertainty and model comparison.

In short, priors + likelihood give a regularized estimate and a full uncertainty description; marginal likelihood
enables model comparison.

Metropolis–Hastings for DSGE Bayesian Estimation: This note provides a fully corrected version of the
original slide. It fixes typos and clarifies notation:

Use  (model parameters), not .
Distinguish the proposal distribution from the prior density .
State the acceptance probability correctly.

Generate draws  generated from the posterior distribution

where

Summary

L7:S49

θ ω
p(θ)

Goal

{θ(i)}N
i=1

p(θ| ) ∝ L( |θ) p(θ),y1:T y1:T



 is the prior density of parameters,
 is the likelihood (for DSGE models typically evaluated with the Kalman filter after

solving/linearizing the model).

Choose an initial value .

Common choices:

posterior mode (if available), or
a draw from the prior.

For iteration  propose:

Here:

 is a scaling/covariance matrix for the proposal,
 is a scale tuning hyperparameter.

This proposal is Normal, but the prior  is not necessarily Normal.

Compute

Draw  and set

If , accept: .
Otherwise, reject: .

p(θ)
L( ‖θ)y1:T

Random-walk Metropolis–Hastings algorithm

Step 0. Initialization

θ(0)

Step 1. Propose a candidate parameter vector

i = 1, 2, … , N

= + , ∼  (0, cΣ).θ⋆ θ(i−1) εi εi

Σ
c > 0

p(θ)

Step 2. Compute the acceptance ratio (posterior kernel ratio)

R = .
p( ) L( | )θ⋆ y1:T θ⋆

p( ) L( | )θ(i−1) y1:T θ(i−1)

Step 3. Accept/reject

ξ ∼ Uniform(0, 1)

ξ ≤ min{1, R} =θ(i) θ⋆

=θ(i) θ(i−1)



Equivalently, the acceptance probability is

In summary, we sample a new parameter vector, compute the likelihood via the Kalman filter, multiply by
the prior to form the posterior kernel, and accept the proposal with probability .

Check the acceptance rate (too high = steps too small; too low = steps too large).
Acceptance ratio should be around 20% - 40%.
Discard burn-in and check mixing across multiple chains if possible.

This note corrects slide 56 to (i) fix notation (use , not ), and (ii) explain what to do when MATLAB cannot
compute  or .

Given data  and parameters , the marginal likelihood (a.k.a. data density) is

 is the prior density.
 is the likelihood, typically computed by the Kalman filter (for linear-Gaussian DSGE state-

space models).

This object is used for model comparison (Bayes factors) and for reporting fit.

A naive Monte Carlo approximation is

but you must be clear about where the draws  come from:

α = min{1, R}.

min{1, R}

Common diagnostics (quick reminders)

L7:S56-57
θ ω

exp(3000) exp(−3000)

1. What is the marginal likelihood?

y1:T θ

p( ) = ∫ p( |θ) p(θ) dθ = ∫ L( |θ) p(θ) dθ.y1:T y1:T y1:T

p(θ)
L( |θ)y1:T

2. Why “average of likelihoods” is a dangerous phrase

( ) = p( ) L( | ),p̂ y1:T
1
N ∑

i=1

N

θ(i) y1:T θ(i)

θ(i)

∼ p(θ)(i)



If  (draws from the prior), then the formula is a standard Monte Carlo estimator of the integral.
If  are from MCMC draws from the posterior, then you need a different estimator (e.g., harmonic
mean is unstable; better options exist).

Directly computing terms like

often requires exponentiating very large/small log values:

 and  can be on the order of thousands in magnitude.
Then MATLAB cannot represent  (overflow) or  (underflow to zero).

Define for each draw:

Then the naive estimator is:

To compute this stably:

1. Let

2. Scale the exponentials by subtracting :

Now every , so:

∼ p(θ)θ(i)

θ(i)

3. The numerical problem in MATLAB

p( ) L( | )θ(i) y1:T θ(i)

log p( )θ(i) log L( | )y1:T θ(i)

exp(3000) exp(−3000)

4. The fix: work in logs and use log-sum-exp (scale before
exponentiating)

≡ log p( ) + log L( | ).ℓi θ(i) y1:T θ(i)

( ) = exp( ).p̂ y1:T
1
N ∑

i=1

N

ℓi

m = .max
1≤i≤N

ℓi

m

( ) = exp(m) exp( − m).p̂ y1:T
1
N ∑

i=1

N

ℓi

− m ≤ 0ℓi



,
no overflow, and underflow is much less likely.

Matlab cannot compute .
Solution: compute the log marginal likelihood directly:

Thus, always store the values in log.

1. To avoid overflow and underflow, compute everything in logs and evaluate the average using the log-
sum-exp trick: subtract the maximum log value before exponentiating.

2. Thus, scale before exponentiating and express all the values in log.

exp( − m) ∈ (0, 1]ℓi

Another problem:
exp(m)

log ( ) = m + log( exp( − m)).p̂ y1:T
1
N ∑

i=1

N

ℓi

6. Summary


